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The medial prefrontal cortex (mPFC) is critically involved in both 
higher cognitive function and psychopathology1, yet the nature of its 
function remains in dispute. No one theory has been able to account 
for the variety of mPFC effects observed with a broad range of meth-
ods. Initial event-related potential (ERP) findings of an error-related 
negativity (ERN)2,3 have been reinterpreted with human neuroimag-
ing studies to reflect a response conflict detector4, and the conflict 
model5 has been influential despite some controversy. Nonetheless, 
monkey neurophysiological studies have found mixed evidence for 
pure conflict detection6,7 and have instead highlighted reinforcement-
like reward and error signals7–11. Theories of mPFC function have 
multiplied beyond response conflict theories to include detecting dis-
crepancies between actual and intended responses12 or outcomes7,13, 
predicting error likelihood14,15, detecting environmental volatility16 
and predicting the value of actions17,18. The diversity of findings and 
theories has led some to question whether the mPFC is functionally 
equivalent across humans and monkeys19, despite the similar effects 
seen with functional magnetic resonance imaging (f MRI) for com-
parable tasks in monkey and human mPFC20. Thus, a central open 
question is whether all of these varied findings can be accounted for 
by a single theoretical framework. If so, the strongest test of a theory 
is whether it can provide a rigorous quantitative account and yield 
useful predictions. In this paper we aim to provide such a quantita-
tive model account.

The model begins with the premise that the medial prefrontal cor-
tex (mPFC), and especially the dorsal aspects, may be central to form-
ing expectations about actions and detecting surprising outcomes21. 
A growing body of literature casts mPFC as learning to anticipate 
the value of actions. This requires both a representation of possible 
outcomes and a training signal to drive learning as contingencies 
change16. New evidence suggests that mPFC represents the various 
likely outcomes of actions, whether positive9, negative14,15 or both22,23, 
and signals a composite cost-benefit analysis24,25. This proposed func-
tion of mPFC as anticipating action values17,18 is distinct from the 
role of orbitofrontal cortex in signaling stimulus values26. For mPFC 

to learn outcome predictions in a changing environment, a mecha-
nism is needed to detect discrepancies between actual and predicted 
outcomes and update the outcome predictions appropriately. Several 
studies suggest that mPFC, and anterior cingulate cortex (ACC) in 
particular, signal such discrepancies7,10,27,28. Recent work further sug-
gests that distinct effects of error detection, prediction and conflict are 
localized to the anterior and posterior rostral cingulate zones29.

Given the above, we propose a new theory and model of mPFC 
function, the predicted response–outcome (PRO) model (Fig. 1a), 
to reconcile these findings. The model suggests that individual neu-
rons generate signals reflecting a learned prediction of the probabil-
ity and timing of the various possible outcomes of an action. These 
prediction signals are inhibited when the corresponding predicted 
outcome actually occurs. The resulting activity is therefore maximal 
when an expected outcome fails to occur, which suggests that what 
mPFC signals, in part, is the unexpected non-occurrence of a pre-
dicted outcome.

At its core, the PRO model is a generalization of standard reinforce-
ment learning algorithms 

d gt t t tr V V= + −+ +1 1

that compute a temporal prediction error, δ, reflecting the discrepancy 
between a reward prediction, V, on successive time steps t and t + 1, 
and the actual amount of reward, r. The temporal discount factor  
γ (0 < γ < 1) describes how the value of delayed rewards is reduced.

The PRO model builds on reinforcement learning as a representa-
tive learning law, but this should not be taken to imply that mPFC does 
reinforcement learning per se. The PRO model differs from standard 
reinforcement learning algorithms in four ways. First, in contrast to 
typical reinforcement learning algorithms, the PRO model does not 
primarily train stimulus–response mappings. Instead, it maps existing 
action plans in a stimulus context to predictions of the responses and 
outcomes that are likely to result—that is, response–outcome learn-
ing. This change to standard reinforcement learning conforms well 
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to reports of single units in macaque ACC that learn action–outcome 
relationships10,18,30. Second, instead of a typical scalar prediction of 
future rewards and scalar prediction error, the PRO model imple-
ments a vector-valued prediction, Vi, and prediction error, δi, reflect-
ing the hypothesized mPFC role in monitoring multiple potential 
outcomes, indexed by i. This allows multiple possible action outcomes 
to be predicted simultaneously, each with a corresponding probability. 
Previous influential models of mPFC13,31, similarly derived from rein-
forcement learning, use scalar value and error signals that represent, 
respectively, a prediction and subsequent prediction error of reward. 
In these models, and in reinforcement learning in general, posi-
tive value and error signals represent affectively positive outcomes, 
whereas negative value and error signals represent affectively negative 
outcomes. In contrast, the PRO model maintains separate predic-
tions of all possible outcomes, including both rewarding and aver-
sive outcomes. The signed vector prediction error, then, represents 
unexpected occurrences (positive) or unexpected non-occurrences  
(negative)—regardless of whether these events are rewarding or aver-
sive—and the purpose of these prediction error signals is to provide a 
training signal to update the predictions of response outcomes. Third, 
rather than the typical reward signal used in standard reinforcement 
learning, the model uses a vector signal ri that reflects the actual 
response and outcome combination, again whether good or bad. This 
enables the PRO model to predict response–outcome conjunctions 
in proportion to the probability of their occurrence, similarly to the 
error likelihood model15, with the addition that the PRO model learns 
representations not only of rewarding but also of aversive events (for 
more detail, see Supplementary Note). Fourth, and most crucial to 
the model’s ability to account for a wide range of empirical findings, 
the model specifically detects the rectified negative prediction error, 
defined as the signal generated when an expected event fails to occur 
(whether good or bad); for example, a reward that is unexpectedly 
absent. To detect such events, the model computes negative surprise, 
ω N, which reflects the probability of an expected outcome that never
theless did not occur (that is, unexpected non-occurrence): 

wt
i

i t i t
i

V rN MAX Expected Actual MAX ,= − = −∑ ∑( , ) ( ), ,0 0

The quantity ωN reflects the aggregate activity of individual units 
that compare actual outcomes against the probability of expected 
response–outcome conjunctions. In equation (2), when the prob
ability of an expected event is higher, its failure to occur leads to a 
larger negative surprise signal. mPFC activity, then, indexes the extent 
to which experienced outcomes fail to correspond with outcomes that 
are predicted—that is, negative surprise.

Although several of the ideas underlying the PRO model have been 
presented previously in some form, we are not aware of any effort 
that has brought these ideas to bear simultaneously on the diverse 

(2)(2)

effects observed in mPFC. The contribution of this paper, then, is 
twofold. First, we propose a hypothesis that suggests that mPFC sig-
nals unexpected non-occurrences of predicted outcomes. Second, we 
demonstrate that the proposed role of mPFC in monitoring observed 
outcomes and comparing them against predicted outcomes can 
account for an unprecedented array of cognitive control, behavioral, 
neuroimaging, ERP and single-unit neurophysiological findings, and 
also provide a priori predictions for future empirical studies.

RESULTS
Representative tasks
To test the ability of the PRO model to account for a diverse range of 
empirical results, we selected two representative tasks to simulate: the 
change signal task and the Eriksen flanker task. These tasks have been 
widely used in the context of both behavioral and imaging methods, and 
they reliably elicit markers of cognitive control, including increases in 
reaction time and error rate in behavioral data, and increased activity 
in brain regions associated with control in imaging data.

At the start of a trial in the change signal task (simulations 1, 2, 4, 5 
and 9), a subject is cued to make one of two behavioral responses. On 
a subset of trials, a second change cue will be displayed shortly fol-
lowing the original cue, instructing the subject to cancel the original 
response and instead make the alternative response. By manipulating 
the delay between the original cue and the change cue, specific overall 
error rates can be obtained.

In the Eriksen flanker task (simulations 3 and 7), subjects are cued 
to make one of two behavioral responses by a central target stimulus. 
Distractor cues are presented simultaneously on both sides of the 
central stimulus. On congruent trials, the distractors cue the same 
response as the target cue, whereas on incongruent trials, the distrac-
tors cue the alternative response.

Additionally, to test the sensitivity of the PRO model to environ-
mental volatility effects16, we simulate the model in a two-armed ban-
dit task (simulation 6) similar to a previous report. In the two-armed 
bandit task, subjects repeatedly choose from one of two options that 
yield rewards at preset rates for each option. In the task simulated, 
this rate shifts over the course of the experiment, with each option 
alternately yielding rewards at a high frequency or low frequency.
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Figure 1  The PRO model. (a) In an idealized experiment, a task-related 
stimulus (S) signaling the onset of a trial is presented. Over the course of 
a task, the model learns a timed prediction (V) of possible responses and 
outcomes (r). The temporal difference learning signal (δ) is decomposed into 
its positive and negative components (ωP and ωN, respectively), indicating 
unpredicted occurrences and unpredicted non-occurrences, respectively. 
(b) ωN accounts for typical effects observed in mPFC from human imaging 
studies. Conflict and error likelihood panels show activity magnitude aligned 
on trial onset; error and error unexpectedness panels show activity magnitude 
aligned on feedback. Model activity (vertical axis) is in arbitrary units. HEL, 
high error likelihood; LEL, low error likelihood. Error bars indicate s.e.m. 
Contrasts indicate the difference in model activity between two conditions. 
(c) Typical time courses for components of the PRO model.
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Our first goal was to ensure that the PRO model could replicate the 
basic effects observed in mPFC with these tasks and captured by com-
peting models, including error, conflict and error likelihood effects, as 
well as the error-related negativity and its relation to speed–accuracy  
tradeoffs. Second, we sought to show that the PRO model can account 
for additional data that are not addressed by competing models, 
including single-unit activity from monkey neurophysiological stud-
ies. To ensure that the effects observed in the PRO model do not 
depend on a specific, manually tuned parameterization, we initially 
fit the model to behavioral data from the change signal task. Because 
the model was only fit to behavioral data, all model predictions of 
ERP, fMRI and monkey neurophysiology results should be consid-
ered qualitative predictions rather than quantitative fits. Except where 
noted, all simulations reported derive from the model with this single 
parameter set (Table 1). More details regarding the simulations are 
given in the Online Methods.

Simulation 1: error, conflict and error likelihood effects
In our first simulation, we showed that the PRO model could repro-
duce effects of error, error likelihood and conflict using the change sig-
nal task. Over the course of the simulation, the PRO model generates 
a negative surprise signal corresponding to these effects (Fig. 1b,c).  
The intuition behind error effects is that a correct outcome was pre-
dicted, but that that prediction signal was not suppressed by signals 
of an actual correct outcome. Hence the error effect reflects negative 
surprise—that is, an unexpected non-occurrence of a correct outcome. 
Moreover, error effects in the model were stronger for errors made in 
conditions of low error likelihood, consistent with fMRI results not 
accounted for by previous models14,15. The PRO model accounts for 
this effect because activity predicting a correct response is greater when 
error likelihood is low. Thus the absence of a correct outcome when a 
correct outcome is very likely yields stronger negative surprise.

This reasoning applies equally well to findings that the ERN is 
observed to be larger on error trials in congruent conditions in an 

Eriksen flanker task12. For conflict effects, the intuition is that incon-
gruent stimuli signal a prediction of responding to the distractor, in 
addition to the already strong prediction of a correct response, hence 
greater aggregate prediction-related activity. The same logic accounts 
for error likelihood effects: activity representing the prediction of a 
correct response button-press is already high, and as the probability of 
an error increases, the activity predicting an additional button-press 
of the incorrect response also increases proportionally, hence greater 
aggregate prediction-related activity. Of note, the model suggests a 
reinterpretation of response conflict effects as not reflecting conflict 
per se. Rather, conflict effects in the model are due to the presence 
of a greater prediction of multiple responses, namely the correct and 
incorrect responses (simulation 5 below).

Simulation 2: error-related negativity
One of the earliest findings in medial prefrontal cortex is the ERN2,3,13 
and the related feedback ERN (fERN)13,32, in which the scalp poten-
tial overlying mPFC is significantly more negative for errors than 
for correct responses or outcomes. The PRO model simulates the 
difference-wave fERN, which is not confounded with the P300  
(a positive-going ERP component with a 300 ms latency; ref. 31),  
as the negative surprise at each time step during a trial. Figure 2a  
shows the simulated fERN compared with an actual ERN31. The 
model not only qualitatively simulates the fERN but also simulates 
the increasing size of the f ERN in proportion to the unexpected-
ness of the error.

Simulation 3: speed-accuracy tradeoff and the N2
Recent attempts to distinguish between conflict and error likelihood 
accounts of mPFC function find that the amplitude of the N2 com-
ponent of the ERP, associated with increased cognitive demand and 
originating in ACC, reflects the widely observed speed–accuracy 
tradeoff33. The conflict account of the N2 suggests trials with longer 
reaction times reflect longer ongoing competition between potential 
responses, resulting in higher levels of conflict than for trials with 
short reaction times (although this explanation is not without con-
troversy34). In contrast, the PRO model intuition for this effect is that 
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Figure 2  ERP simulations. (a) Left: simulated fERN difference wave. 
Effects of surprising outcomes (low error likelihood,error – high error 
likelihood,correct) were larger than outcomes that were predictable (high 
error likelihood,error minus low error likelihood,correct). Right: observed 
ERP difference wave, adapted with permission from ref. 31, consistent 
with simulation results. (“Hard” and “easy” indicate task difficulty).  
(b) The effects of speed–accuracy tradeoffs on ERP amplitude are 
observed in the PRO model (left). Trials for incongruent (incong.) and 
congruent (cong.) conditions were divided into quintile bins by reaction 
time (large markers, slow reaction times; small markers, fast reaction 
times), and activity of the PRO model was calculated for correct trials 
in each bin. Accuracy and activity of the model were highest for trials 
with long reaction times and lowest for trials with short reaction times, 
consistent with human EEG data (right; adapted with permission from  
ref. 33). (c) The simulated activity of the PRO model (left) reflects 
amplitude and duration of the N2 component observed in humans EEG 
studies (right; aligned on stimulus onset (Stim); adapted with permission 
from ref. 33). Model activity (vertical axis) is in arbitrary units.

Table 1  Model parameters
Parameter Description Value Equation

α Learning rate 0.012 7
Γ Response threshold 0.313 14
ρ Input scaling factor 1.764 12
φ Control signal scaling factor 2.246 13
ψ Mutual inhibition scaling factor 0.724 13
β Rate coding scaling factor 1.038 11
σ Variance of noise in control units 0.005 11
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longer reaction times also entail a greater period of time during which 
the expectation of a correct response is unmet, which in turn yields 
larger N2 signals. Thus, the model accounts for N2 amplitude effects as 
a simple positive correlation with reaction time. The PRO model sim-
ulates the speed–accuracy tradeoff in a simulated version of a flanker 
task (Fig. 2b); the negative surprise component of the PRO model is 
greatest for trials with a relatively long reaction time and is higher 
for incongruent than congruent trials, as in simulation 1. The cor-
relation of the simulated amplitude with error rate for the congruent  
(r = −0.725) and incongruent (r = −0.863) trials corresponds well with 
the pattern observed in previously reported data from humans33. The 
model further captures how the temporal profile of the N2 component 
varies with reaction time33 (Fig. 2c).

Simulation 4: monkey single-unit performance monitoring data
Using the change signal task above, we also compared the model 
predictions with monkey single-unit neurophysiological data. A 
key challenge to the conflict model of mPFC has been the lack of 
evidence showing single-unit activity related to conflict in monkey 
ACC7. In contrast, by maintaining multiple predictions of specific 
response–outcome combinations, single units in the PRO model 
show activity similar to that of reward- and error-predicting neurons 
observed in single-unit neurophysiological data. Figure 3 shows the 
average time course of negative surprise (ω N) and its complement, 
positive surprise (ωP, the unexpected occurrence of an outcome; see 
Online Methods), which can each reflect predictions of either reward 
or error outcomes. Like activity in monkey supplementary eye field28 
(Fig. 3c), signals related to the prediction of reward increased steadily 
before the expected time of reward (Fig. 3a, left). On trials in which 
the reward was delivered as expected, the negative surprise was sup-
pressed, whereas on trials in which the reward was not delivered, ω N 
peaked around the time of expected outcome and gradually decayed. 
Surprise related to error prediction showed a similar pattern (Fig. 3a,  
right). Owing to the nature of learned temporal predictions in the 
model, at equilibrium, activity in reward-predicting cells will be 
proportional to the average probability of predicted reward associ-
ated with an outcome27,35, and activity of error-predicting cells will 
be proportional to the average probability of error associated with 
an action. Regarding positive surprise, neurons in mPFC seem to 
respond to the detection of unpredicted events (Fig. 3b), and the 
strength with which they respond moderates as the event becomes 
more predictable10,28,36.

Simulation 5: conflict effects as due to multiple responses
The computation underlying response conflict effects in mPFC 
has been disputed. Early models cast conflict as a multiplication of 

two mutually incompatible response processes5. More recent stud-
ies suggest that conflict may arise from having a greater number of 
responses—regardless of mutual incompatibility37,38. In a recent 
study37, both the Eriksen flanker task and the change signal task15 
were modified to require simultaneous responses to both distracters 
and target stimuli. The results showed similar ACC activation in the 
same region for conditions in which the two possible responses were 
mutually incompatible to that seen when the responses were required 
to be executed simultaneously. This suggests that mPFC may signal a 
greater number of predicted or actual responses or outcomes instead  
of a response conflict per se, as found previously with neurophysio
logical studies38.

The PRO model simulates these findings (Fig. 4a) with a modifi-
cation of the change signal task in which lateral inhibition between 
response units is removed (see Online Methods), allowing both 
responses to be generated simultaneously when a change signal is 
presented. The PRO model then learns to associate ‘go’ signals with a 
high probability of the corresponding anticipated left or right motor 
response. On trials with a change signal, the PRO model generates 
an additional prediction of the other motor response, which yields an 
overall net increase in signals predicting the correspondingly greater 
number of motor responses.

Simulation 6: volatility
A recent Bayesian model of ACC16 suggests that ACC activity 
reflects the estimated volatility (non-stationarity) of reinforcement 
contingencies of an environment. Subjects choosing between two 
gambles were found to more quickly adapt their strategies (that is, 
they learned faster) when the probabilities underlying the gambles 
changed frequently. Moreover, activity in ACC tracked environ-
mental volatility and was higher for subjects with higher estimated 
learning rates.

The PRO model fits the observed pattern of greater mPFC activity 
in volatile environments (ω N, Fig. 4b, bottom left). Essentially, as 
contingencies change, the outcome predictions based on the previous 
contingency persist even as new predictions form based on the new 
contingencies. As reversals occur, predictions of outcomes made by 
the PRO model are frequently upset, leading to a state of constant 
surprise and resulting in more frequent but weaker ω N signals. This 
pattern indicates environmental volatility and also serves to drive 
increased learning during periods of shifting environmental contin-
gencies (Fig. 4b, top left).
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Figure 3  Single-unit neurophysiology simulation. (a) Calculation of 
the negative surprise signal ωN was performed for individual outcome 
predictions (indexed as i). For predictions of, for example, reward, the 
surprise signal increases steadily to the time at which the reward is 
predicted. The signal is suppressed on the occurrence of the predicted 
reward. Single units predicting error follow a similar pattern, with 
increased variance in the timing of the error. (b) The complement of 
negative surprise (namely, positive surprise ωP) indicates unpredicted 
occurrences. Model activity (vertical axis) is in arbitrary units.  
(c) Reward-predicting and reward-detecting cells recorded in monkey 
mPFC consistent with simulation results. Top: activity of a single unit 
consistent with the prediction of a reward. On error trials, activity peaks 
and gradually attenuates, potentially signaling an unsatisfied prediction  
of reward. Bottom: single-unit activity related to the detection of a 
rewarding event. Adapted with permission from ref. 28.
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Simulation 7: mPFC activity reflects unexpected outcomes
The PRO model reinterprets error effects in mPFC as unexpected out-
comes, as distinct from outcomes that are merely undesired. In most 
human studies, error rates are low. This confounds the interpretation 
of errors as unintended outcomes with errors as unexpected outcomes. 
These theories can be distinguished by a manipulation that causes error 
outcomes to be more likely than correct outcomes. In that case, an error 
may be expected as the most likely outcome even though it is unintended. 
If errors reflect unexpected outcomes, then error signals should reverse 
if correct outcomes are infrequent and therefore unexpected, and correct 
trials should instead yield greater ‘error’-related activation in mPFC than 
error trials, and in the same mPFC regions that show error effects.

Using a flanker task in which the error rate for incongruent trials 
was much higher than the rate of correct responses, we tested this pre-
diction and found a notable reversal of the error effect (Fig. 4c), con-
sistent with recent findings39,40. This result presents a clear challenge 
to both the conflict account of mPFC function and models of mPFC 
that are based on standard formulations of reinforcement learning. 
It is not clear how the conflict account of the ERN can accommodate 
increased activity in mPFC after correctly executed trials in which 
behavioral conflict is presumed to be lower than for incorrect tri-
als. Similarly, previous models based on reinforcement learning sug-
gest that mPFC activity reflects only the detection and processing of 
errors. It is unclear how such a model could account for increased 
activity in response to correct trials relative to error trials.

Simulation 8: ACC signals unexpected timing of feedback
Single units have been observed in ACC that show precisely timed 
patterns of activation before the occurrence of an outcome28,41.  

The PRO model can show activity consistent with such timed predic-
tions (for example, Fig. 3a). A further prediction of the model, then, 
is that outcomes that occur at unexpected times, even if the outcomes 
themselves are predicted, will lead to increased ACC activity (Fig. 4d). 
This prediction suggests another means by which the PRO model may 
be differentiated from the conflict account, and further experimental 
work is needed to test this prediction of the PRO model.

Simulation 9: individual differences
We tested the effect of the salience of rewarding versus aversive out-
comes by parametrically adjusting the relative influence on learning 
of error and correct outcomes in the change signal task. The PRO 
model predicts that individuals who are particularly attentive to 
rewarding outcomes will show greater mPFC activity in response  
to error trials (Fig. 4e) than individuals who are sensitive to aversive 
outcomes, whereas reward-sensitive individuals will show less activity 
related to error likelihood (Fig. 4e). In the course of learning, the 
reward-sensitive model learns predictions primarily about rewarding 
outcomes and so shows weaker anticipation of errors. Consequently, 
more activity occurs when, on error trials, the strong prediction of 
reward is not counteracted by the actual reward outcome.

DISCUSSION
Overall, the model suggests a unified account of monkey and human 
mPFC that builds on widely accepted learning models. The simula-
tion results demonstrate that a single term, ω N, reflecting the surprise 
related to the non-occurrence of a predicted event, can capture a 
broad range of cognitive control and performance monitoring effects 
from various research methodologies. These effects have previously 
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Figure 4  fMRI simulations. Except where noted below, vertical axes represent model  
activity in arbitrary units. Contrasts indicate the difference in model activity between two  
conditions. (a) Multiple response effects. The change signal task is modified to require both  
change and go responses simultaneously when a change signal cue is presented. Change trials  
lead to greater prediction layer activity (aligned on trial onset) compared with go trials, even  
though response conflict is by definition absent. The incongruency effect in the absence of  
conflict is the multiple response effect23. (b) Volatility effects. When environmental  
contingencies change frequently (Volatile 1 & 2), mPFC shows greater activity than in  
non-volatile conditions (Training & Stable). Vertical axes in the left panel represent the  
equivalent learning rate of a reinforcement learning model (see Supplementary Note).  
Vertical axes in the center panel indicate a Bayesian estimate of volatility (left axis, gray bars)  
and model activity in arbitrary units (right axis, black bars). This has been interpreted with a  
Bayesian model in which mPFC signals the expected volatility (right panel; bars indicate human behavior, circles indicate behavior of a Bayesian model, and 
the vertical axis represents the equivalent learning rate of a reinforcement learning model; adapted with permission from ref. 16). In the PRO model, greater 
volatility in a block led to greater mean ωN (center). Surprise signals, in turn, dynamically modulated the effective learning rate of the model (left), yielding lower 
effective learning rates (see Supplementary Note) during periods of greater stability (F1,3 = 70.3, P = 4.0 × 10−15). In the mPFC-lesioned model, learning rates 
did not significantly change between periods (F1,3 = 0.23, P = 0.88). (c) mPFC signals discrepancies between actual and expected outcomes. If errors occur 
more frequently than correct trials (in this case, 70% error rate), mPFC is predicted to show an inversion of the error effect—that is, greater activity (aligned 
on feedback) for correct than for error trials. (d) Delayed feedback effect. Feedback that is delayed an extra 400 ms on a minority of trials (20% here) leads to 
timing discrepancies and greater surprise activation (aligned on feedback). (e) Effects of reward salience on error prediction and detection. As rewarding events 
influence learning to a greater degree, error likelihood effects (aligned on trial onset) decrease while error effects (aligned on feedback) increase. The error and 
error likelihood effects are calculated as contrasts (as in a) and given in arbitrary units. All error bars indicate s.e.m.
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been marshaled as evidence in favor of competing theories, espe-
cially of conflict and error monitoring in humans and, conversely, 
reward prediction and value in monkeys. Thus the PRO model sug-
gests a reconciliation of debates in the literature based on different 
modalities. The model reinterprets several well known effects: error 
effects may represent a comparison of actual versus expected out-
comes, whereas conflict effects may result from the prediction of 
multiple possible responses and their outcomes rather than response 
conflict per se. Notably, the model derives these effects from a single 
mechanism, unexpected non-occurrence, which reflects the rectified 
negative component of a prediction error signal for both aversive and 
rewarding events. Furthermore, in the present model, the negative 
surprise signals consist of rich and context-specific predictions and 
evaluations37. These might drive correspondingly specific proactive 
and reactive42 cognitive control adjustments that are appropriate to 
the specific context. Finally, the PRO model suggests that, within the 
brain, temporal difference learning signals may be decomposed into 
their positive and negative components.

The PRO model builds on or relates to several existing model 
concepts, such as the Bayesian volatility model of ACC simulated 
above16. The negative surprise signal resembles the unexpected 
uncertainty signal that has been proposed to drive norepinephrine 
signals43, although unexpected uncertainty has not been proposed 
as a signal related to mPFC. The PRO model also resembles mod-
els of reinforcement learning in which the value of future states is 
determined by both the predicted amount of reward and the potential 
actions available to a learning agent. Indeed, others have simulated 
ERP data related to mPFC with reinforcement learning models13,44. 
Examples of other related reinforcement learning models include Q 
learning and SARSA45,46. However, these models use a scalar learn-
ing signal that combines predicted rewards and possible actions 
(which may in turn lead to further rewards) into a composite value 
prediction. In contrast, our model represents individual rather than 
aggregate outcome probabilities and includes distinct representa-
tions of possible aversive as well as rewarding outcomes. The PRO 
model further diverges from models of reinforcement learning in 
that it learns a joint probability of responses and their outcomes 
for a given stimulus context, P(R,O|S), in contrast to reinforcement 
learning models that aim to learn the probability of an outcome given 
a response, P(O|R), to select appropriate behaviors. Other reinforce-
ment learning models have been developed with vector rather than 
scalar learning signals47. Although these models are generally con-
cerned with subdividing task control and learning among distinct 
reinforcement learning controls, the use of a vector-valued learning 
signal similar to ours has been previously recognized as being neces-
sary for model-based reinforcement learning48. However, unlike this 
previous work, the PRO model suggests that positive and negative 
components of such a learning signal are maintained independently 
within the brain. Further comparisons with related models are drawn 
in the Supplementary Discussion.

The mPFC signals representing outcome prediction and negative 
surprise might have several effects on brain mechanisms and behav-
ior. The PRO model currently simulates surprise signals ωN and ωP 
as modulating the effective learning rate for associating a stimulus 
with its likely responses and outcomes16,49. The prediction and sur-
prise signals may also serve other functions not simulated here. As 
an impetus for proactive control, mPFC predictions of multiple likely 
outcomes may provide a basis for evaluating candidate actions and 
decisions before execution, weighing their anticipated risks14 against 
benefits24, especially in novel situations. Similarly, negative surprise 
signals may provide an important reactive control signal to other 

brain regions to drive a change in strategy when the current behav-
ioral strategy is no longer appropriate8,50.

Methods
Methods and any associated references are available in the online  
version of the paper at http://www.nature.com/natureneuroscience/.

Note: Supplementary information is available on the Nature Neuroscience website.
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ONLINE METHODS
Computational model. The PRO model consists of three main components (see 
Supplementary Fig. 1). The model constitutes a bridge between cognitive control 
and reinforcement learning theories in that the structure of the model resembles 
an actor-critic model, with a module responsible for generating actions (the ‘actor’) 
architecturally segregated from a module that generates predictions and signals pre-
diction errors (the ‘critic’). An additional module learns a prediction of the frequency 
with which composite events are observed to occur within a task context (‘outcome 
representation’). Unlike typical actor-critic architectures, the critic component is 
not involved directly in training the actor; rather, the critic indirectly influences 
the actor’s policy by modulating the rate at which predictions of response–outcome 
conjunctions, which serve as direct input into the actor component, are learned.

Representing events. The outcome representation component of the PRO model 
(Supplementary Fig. 1) learns to associate observed conjunctions of responses 
and outcomes with the task-related stimuli that predict them. The number of total 
conjunctions that are available for learning may vary from task to task depending 
on the particular responses required and potential outcomes. In the change signal 
task described below, for example, subjects may either make a ‘go’ or ‘change’ 
response, resulting in ‘correct’ or ‘error’ outcomes, for a total of four possible 
response–outcome conjunctions.

The PRO model (Supplementary Fig. 1) learns a prediction of response–
outcome conjunctions (Si,t) that may occur, specifically in the current task, as a 
function of incoming task stimuli (Dj,t) 

S D Wi t j t ij t
S

j
, , ,= ∑

where D is a vector representing current task stimuli and WS is a matrix of weights 
that maintain a prediction of response–outcome conjunctions. S can be thought 
of as proportional to a conditional probability of a particular response–outcome 
conjunction given the current trial conditions D. The role of S is to provide an 
immediate prediction of the likely outcomes of actions and inhibit those that are 
predicted to yield an undesirable outcome (see equation (13)). Prediction weights 
are updated according to 

W W A O S G Dij t
S

ij t
S

i t i t i t t j, , , , ,( )+ = + −1

where O is a vector of actual response–outcome conjunctions occurring at time t, 
G is a neuromodulatory gating signal equal to 1 if a behaviorally relevant event is 
observed and 0 otherwise, and A is a learning rate variable calculated as 

Ai t
i t i t

,
, ,

=
+ +( )

a
w w1 P N

where α is a baseline learning rate and wi t,
P  and wi t,

N  are measures of positive and 
negative surprise, respectively (see below).

Temporal difference model of outcome prediction. In addition to the immedi-
ate outcome prediction signals S above that can quickly control behavior, the critic 
unit (Supplementary Fig. 1) also learns a complementary timed prediction of the 
time at which an outcome is expected to occur. Unlike S, this timed prediction 
signal V is not immediately active but peaks at the time of the expected outcome. 
This in turn provides a critical basis for detecting when expected outcomes fail to 
occur, so that the outcome predictions S that control behavior can be updated. In 
general, the temporal difference error may be written as follows

d gt t t tr V V= + −+ 1

 d gi t i t i t i tr V V, , , ,= + −+ 1

Here ri,t is a function of observed response–outcome conjunctions Oi,t. For most 
simulations, ri,t was equal to Oi,t, except for simulation 9, in which ri,t was equal to 
Oi,t × Fi, where F is a constant reflecting the salience of response–outcome conjunc-
tion i. In essence, equation (7) specifies a vector-valued temporal difference model 
that learns a prediction proportional to the likelihood of a given response–outcome 
conjunction at a given time. Except where noted, γ = 0.95 in all simulations.

As in previous formulations of temporal difference learning, the represen-
tation of task-related stimuli over time is modeled as a tapped delay chain,  

(3)(3)

(4)(4)

(5)(5)

(6)(6)

(7)(7)

X, composed of multiple units, indexed by j, whose activity (value set to 1) tracks 
the number of model iterations (‘time’) elapsed since the presentation of a task-
related stimulus. Each iteration (dt) represents 10 ms of real time. Value predic-
tions are computed as 

V X Ui t jk t ijk t
j k

, , ,
,

= ×∑

where j is the delay unit corresponding to the current time elapsed since the 
onset of a stimulus k and U is the learned prediction weight. Weights are updated 
according to 

U U Xijk t ijk t i t jk, , ,+ = +1 ad

where α is a learning rate parameter and constrained by Uijk > 0. X  is an eligibil-
ity trace computed as 

X X Xjk t jk t jk t, , ,.+ = +1 0 95

Stimulus-response architecture. In the actor unit (Supplementary Fig. 1), 
activity in response units C is modeled as 

C C t E C C I Ni t i t i t i t i t i t, , , , , ,( ( ) ( . )( )) ( , )+ = + − − + + +1 1 0 05 1 0b sd

where dt is a time constant, β is a multiplicative factor and N is Gaussian noise  
with mean 0 and variance σ. E is the net excitatory input to the response units  
and I is the net inhibitory input to response units. Excitatory input to the response  
units is determined by

E D Wi t j ij
C

j
, = ∑r

where D are task-related stimuli, WC are prespecified weights describing hard-
wired responses indicated by task stimuli and ρ is a scaling factor. Note that 
weights WC implement stimulus-response mappings that are the usual target 
of (model-free) reinforcement learning in other models. Here learning in the 
PRO model instead updates outcome predictions S, which provide model-based 
control of actions C. The model is considered to have generated a behavioral 
responses when the activity of any response unit exceeds a response threshold Γ. 
Subsequent response unit activity in a trial that exceeds the threshold is ignored 
(that is, is not considered to be a behavioral response), whether it is a differ-
ent response unit or the same response unit whose activity has returned below 
threshold owing to processing noise.

Cognitive control signal architecture. Proactive control. The simulation of the 
change signal task requires a cognitive control signal based on outcome predic-
tions S, which inhibits the model units that generate responses. The vector-valued 
control signal derived from predicted outcomes could be extended to provide a 
variety of different control signals in different conditions. In the present model, 
inhibition to the response units is determined by 

I C W S Wi t j ij
j

k ik
k

, =












+








∑ ∑y fI F

where W I are fixed weights describing mutual inhibition between response units, 
WF are adjustable weights describing learned, top-down control from predicted 
response-outcome representations, and ψ and φ are scaling factors. O is the vec-
tor of experienced response-outcome representations (equations (3) and (4)). 
Adjustable weights WF are learned by 

W W C T O G Yik t ik t i t i t k t t t, , , , ,.+ = +1 0 01F F

where Yt is an affective evaluation of the observed outcome. For errors, Yt = 1; for 
correct responses, Yt = −0.1. The variable Ti,t implements a thresholding function 
such that Ti,t = 1 if Ci,t > Γ and 0 otherwise.

Reactive control. Reactive control signals in the model are generated when-
ever an actual outcome differs from an expected outcome. Their magnitude is 
greatest when an outcome is most unexpected. Signals from the PRO model 
corresponding to the two forms of surprise described in the main text are 
calculated as follows. For the first type, unexpected occurrences, the signal is 
calculated as 

wi t i t i t
i

O V, , ,[ ]P = − +∑

(8)(8)

(9)(9)

(10)(10)

(11)(11)

(12)(12)

(13)(13)

(14)(14)

(15)(15)
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and the second type of surprise, unexpected non-occurrence, is calculated as 

wi t i t i t
i
V O, , ,[ ]N = − +∑

As noted above, ωP and ωN are used to modulate the effective learning rate for 
predictions of response–outcome conjunctions. The formulation of equation (5) 
modulates the learning rate of the model in proportion to uncertainty. In stable 
environments, infrequent surprises result in large values for ωP and ωN, which in 
turn reduce the effective learning rate, whereas in situations in which the model 
has only weak predictions of likely outcomes, ω P and ω N are relatively weak, 
resulting in increased learning rates. The rationale underlying this arrangement is 
that infrequent events, which are associated with increased ACC activity, are likely 
to represent noise rather than a behaviorally significant shift in environmental 
contingencies, and therefore an individual should be slow to adjust behavior.

Model fitting. Model parameters (Table 1) were adjusted by gradient descent to 
optimize the least-squares fit between human behavioral and model reaction time 
and error rate data. The model was fit using a change signal task using previously 
reported behavioral data15. There are seven free parameters in the model in Table 1  
and ten data points from the change signal task (eight for reaction time and two 
for error rate). These parameters allowed the model to simulate the reaction time 
and error rate effects in the change signal data. The parameters were then fixed for 
the remaining simulations unless explicitly stated otherwise. Because the model 
was only fit to human behavioral data, the key model predictions of fMRI, ERP 
and single-unit neurophysiology effects result from the qualitative properties of 
the model rather than from post hoc data fits.

The best-fit parameters yielded model behavior that corresponded well with 
human results. The model was trained on 400 trials of the change signal task. Error 
rates for the model were 49.97% and 5.64% for the high and low error-likelihood 
conditions, respectively, in line with human data. Effects of previous trial type on 
current trial reaction time were in agreement with human performance. For go 
trials in which the previous and current trial were correct, the eight conditions 
yielded a correlation of r = 0.96 (t1,6 = 27.17, P = 0.00021) between human and 
model responses times, indicating that the model captured relevant behavioral 
effects observed in human data.

Simulation details. In each simulation, trials were presented at intervals of 3 s 
of simulated time. Trials were initiated with the onset of a stimulus presented 
to the input vector D. All results presented in the main text were averaged over 
ten separate runs for each simulated task and reflect the derived measure of 
negative surprise ω N, except for Figure 3b, which reflects positive surprise (ωP). 
For results presented in bar graph form or results in which data were otherwise 
concatenated (simulations 1, 3, 5–8), the value of ω N for the first 120 iterations 
(1.2 s) of a trial were averaged together when trials were aligned on stimulus 
onset. When data were aligned on feedback, the value of ωN was taken from the 
20 iterations preceding feedback and 80 iterations following feedback.

Simulations 1, 2 and 4: change signal task. In the change signal task, partici-
pants must press a button corresponding to an arrow pointing left or right. On 
one-third of the trials, a second arrow is presented above the first, indicating 
that the subject must withhold the response to the first arrow and instead make 
the opposite response. The color of the arrows is an implicit cue that predicts 
the likelihood of error as follows: for conditions with high error likelihood, the 
onset delay of the second arrow is dynamically adjusted to enforce a high rate 
of error commission (50%). On trials with low error likelihood, the onset of the 
second arrow is shortened to allow a lower error rate of 5%. The error effect is the 
difference in ω N between change,error versus change,correct trials; the conflict 
effect is the contrast between change,correct versus go,correct trials, and the 
error likelihood effect is the contrast of correct,go trials between high and low 
error likelihood color cues.

The model was trained for 400 trials, presented randomly. Four task stim-
uli were used, indicating trial condition: high error likelihood,go; high error 
likelihood,change; low error likelihood,go; low error likelihood,change.  
On go trials in either error likelihood condition, the stimulus unit (D) corre-
sponding to the go cue in that condition became active (D(go) = 1) at 0 s and 
remained active for a total of 1,000 ms. On change trials, a second input unit 
became active at either 130 ms (low error likelihood) or 330 ms (high error 
likelihood). On change trials, units representing both go and change cues were 
active simultaneously when the change signal was presented.

(16)(16)

Simulation 3: speed-accuracy tradeoff. The model architecture and parameters 
were the same as in simulation 1 except that connection weights from stimulus 
units corresponding to the central cue in an Eriksen flanker task were set to 1, 
and weights corresponding to distractor cues were set to 0.4, the noise parameter 
was set to 0.02 and the temporal discount factor was set to 0.85. The model was 
trained for 1,000 trials on the flanker task. In this task, subjects are asked to make 
a response as cued by a central target stimulus. On ‘congruent’ trials in the task, 
additional stimuli that cue the same response as the target are presented to either 
side of the target stimulus. On ‘incongruent’ trials, the additional stimuli cue an 
alternative response. Incongruent and congruent trials were presented to the 
model pseudorandomly, with approximately half of all trials being congruent.

Simulation 5: multiple response effect. The model architecture remained the 
same as in simulation 1 except that lateral inhibition between response units 
(equation (13)) was removed to allow simultaneous generation of response. Two 
input representations were used to represent task stimuli, a ‘single response’ cue 
and a ‘both response’ cue. Hard-wired connections from stimulus representations 
to response units ensured that the single response cue could only result in genera-
tion of the appropriate solitary response, while the both response cue activated 
both response units at approximately the same rate. The model was trained for 
400 trials, with approximately half of the trials being single-response trials.

Simulation 6: volatility. The model was trained on a two-armed bandit task16 in which 
two responses, each representing a different gamble with different payoff frequencies, 
were possible. The model was trained in a series of nine stages, divided into four epochs 
(Fig. 4b). In the first stage of 120 trials, the payoff frequencies of the two gambles were 
fixed such that one gamble paid off on 80% of the trials in which it was chosen, and the 
alternative gamble paid off on 20% of the trials in which it was chosen. Starting on trial 
121, these payoff contingencies were switched, so that the first gamble paid off at a rate 
of 20% and the alternate gamble paid off at a rate of 80%. These contingencies were 
switched every 40 trials a total of seven times. Finally, the payoff contingencies were 
returned to their initial values for the final 180 trials. Top-down control weights, W C, 
were fixed such that weights associated with errors were 0.15 and weights associated 
with correct outcomes were −0.05. This was done so that estimates of learning rates 
were influenced by updates of response-outcome representations alone and were not 
influenced by learning related to control. The PRO model’s choices and experienced 
outcomes were recorded and used as input to a Bayesian learner16 to derive measures 
of volatility in each phase, and to a simple reinforcement learning model in order to 
estimate model learning rates during each phase (see Supplementary Note).

Choice behavior from the PRO model, as well as a version of the PRO model 
in which surprise signals were suppressed (‘lesioned’), was used as input to a rein-
forcement learning model (see Supplementary Note) to derive effective learning 
rates. When surprise signals generated by the PRO model were used to modu-
late learning rates, the model adapted more quickly to changing environmental 
contingencies than during more stable periods. In contrast, the lesioned model 
maintained the same learning rate regardless of environmental instability.

Simulation 7: unexpected outcomes. The model architecture, task and parameters 
were the same as described in simulation 3, except that weights from stimulus 
input units to response units were set to 0.5 and 2 for the responses associated 
with, respectively, the central target cue and distractor cues in the Eriksen flanker 
task. This manipulation is analogous to increasing the saliency of distractor cues 
to promote increased error rate. The model was simulated for 1,000 trials a total 
of 10 times, and error rates for incongruent trials averaged about 70%.

Simulation 8: unexpected timing. The PRO model simulation predicts that 
mPFC signals not only unexpected outcomes but also expected outcomes that 
occur at an unexpected time. The model architecture was the same as for simula-
tion 5. However, instead of manipulating the number of responses, feedback to 
the model (always correct) was given either after a short delay (200 ms) on 80% of 
the trials, whereas for the remaining 20% of the trials, feedback was given 600 ms 
after a response was generated. The model was trained on this task for 1,000 trials. 
Figure 4d shows ω N averaged over trials for long and short delay intervals.

Simulation 9: individual differences. The model, task and parameters were the 
same as described for simulation 1, except that the effective salience to events 
was parametrically manipulated to explore the effect of sensitivity to rewarding 
and aversive events in the model. The salience factor F (see above) was varied 
from 0.2857 to 1.7143 for rewarding events, and the factor for aversive events was 
varied from 1.7143 to 0.2857, resulting in 11 conditions for which the ratio of 
reward to risk sensitivity ranged from 1/6 (risk sensitive) to 6 (reward sensitive). 
For each condition, ten simulated runs were included in calculating the mean for 
each data point.



LETTER Communicated by David S. Touretzky

Hyperbolically Discounted Temporal Difference Learning

William H. Alexander
wialexan@indiana.edu
Joshua W. Brown
jwmbrown@indiana.edu
Department of Psychological and Brain Sciences, Indiana University,
Bloomington, IN 47405, U.S.A.

Hyperbolic discounting of future outcomes is widely observed to under-
lie choice behavior in animals. Additionally, recent studies (Kobayashi &
Schultz, 2008) have reported that hyperbolic discounting is observed even
in neural systems underlying choice. However, the most prevalent mod-
els of temporal discounting, such as temporal difference learning, as-
sume that future outcomes are discounted exponentially. Exponential
discounting has been preferred largely because it can be expressed re-
cursively, whereas hyperbolic discounting has heretofore been thought
not to have a recursive definition. In this letter, we define a learning algo-
rithm, hyperbolically discounted temporal difference (HDTD) learning,
which constitutes a recursive formulation of the hyperbolic model.

1 Introduction

A frequent decision animals face is whether to accept a small, immediate
payoff for an action, or choose an action that will yield a better payoff in
the future. Several factors may influence such decisions: the relative size of
the possible rewards, the amount of delay between making a choice and
receiving the more immediate reward, and the additional delay required to
receive the greater reward.

Two possible explanations for temporal decision making have been sug-
gested. One hypothesis (Myerson & Green, 1995; Green & Myerson, 1996)
is that delaying a reward introduces additional risks that an event may
occur in the intervening time that will effectively prevent the animal from
receiving the reward. A foraging animal, for instance, may find that a food
item has been consumed by competitors or gone bad before the animal can
retrieve the item. Alternatively, the appearance of a predator may preclude
the animal from retrieving the food item. An animal should therefore select
the option that maximizes the reward-to-risk ratio.

Another hypothesis (Kacelnik & Bateson, 1996) is that animals seek to
maximize their average intake of food over time. In deciding between
a small reward available immediately and a large reward that requires
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waiting (e.g., time for a food item to ripen) or travel (e.g., moving from a
sparse patch of food to a richer one), the animal may be inclined to accept the
lower-valued, immediate reward unless the delayed reward is large enough
to justify the additional cost incurred in getting it. Under this hypothesis,
any additional delay is acceptable to the animal provided the reward is
large enough.

Both hypotheses, average reward and temporal discounting, have been
formulated as models of real-time learning based on temporal difference
(TD) learning. TD learning as originally formulated by Sutton and Barto
(1990) discounts future rewards exponentially. Interpreted in terms of risk,
this formulation of TD learning suggests that each unit of time added to the
delay between a decision and the predicted outcome adds a fixed amount
of risk that the predicted outcome will not occur. In contrast, an average
reward variant of TD learning (Tsitsiklis & Van Roy, 1999, 2002) attempts to
maximize the rate of reward per time step. A key difference between these
models is that average reward TD learning accounts for animal data show-
ing preference reversals, whereas exponentially discounted TD learning
does not (Green & Myerson, 1996).

A typical experiment in which animals exhibit preference reversals (e.g.,
Mazur, 1987) may involve an animal choosing between a large reward
available at some fixed delay after a response and a smaller reward available
after a shorter, adjustable delay. When the animal selects the larger reward,
the delay for the smaller reward is decreased, making it a more attractive
option, and when the smaller reward is selected, its delay is increased.
Eventually the delay to the smaller reward will oscillate around a fixed
point at which the animal selects the two options equally. At this point,
if a fixed additional delay is added to the time required to receive either
reward, the animal will tend to prefer the larger of the two. Conversely, if
the time required is decreased by a fixed amount, the animal will prefer
the smaller. This pattern is captured by average reward models but not by
exponentially discounted models of choice.

A wealth of data from humans, rats, pigeons, and monkeys suggests
that animals discount future rewards hyperbolically. In terms of risk, this
suggests that animals regard additional delays when a reward is proximal
as incurring a greater risk that the reward will not occur than additional
delays when a reward is temporally distant. Like average reward models
and unlike exponential discounting, in which each unit of time adds a fixed
level of risk, models of hyperbolic discounting predict preference reversals
as described above.

In this letter, we present a real-time model of hyperbolic discounting. Pre-
vious work has suggested that hyperbolic functions are not susceptible to
computation by recursive methods (such as TD learning; Daw & Touretzky,
2000). However, by reinterpreting temporal discounting in terms of the
level of risk per time step, we are able to define a variant of TD learning
that discounts future rewards hyperbolically. Hyperbolically discounted TD
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(HDTD) learning accounts for preference reversals, differential discounting
based on reward size, as well as animal preference data that depend on
sequences of reward delivery.

2 TD Learning

The goal of TD learning models is to learn the value of future rewards
based on the current environmental state. The learned value of a state is
the level of reward for that state, plus the discounted prediction of reward
for subsequent states. The value at each state is updated proportionally to
the discrepancy between the current value for that state and the combined
value of the level of reward experienced at that state and future predictions.
A common way to formalize this rule for updating is

δt = rt+1 − Vt + γ Vt+1, (2.1)

where rt+1 is the level of reward at time t + 1, Vt is a reward prediction,
and γ is a discounting factor. For γ = 0, the model learns only the value
for the state at which it receives a reward. For γ = 1, the model learns the
cumulative sum of future rewards.

For TD models of simple conditioning experiments, a common tactic is
to define a vector of states, s, such that each component of s represents a
specific period of time following the onset of a CS. On each iteration of
the model, the component of s corresponding with the current iteration t is
set to 1, while other components are set to 0. The dynamics of this system
are essentially a tapped delay line that tracks the amount of time since the
presentation of a stimulus. On each iteration of such a model, the current
value prediction is given as

Vt = st × wt, (2.2)

where wt is a weight representing the reward prediction at time t. The
learning rule for calculating the TD error associated with each state can be
rewritten as

δt = rt+1 − Vt + Vt+1 − (1 − γ )Vt+1. (2.3)

While equivalent to exponentially discounted TD learning as usually writ-
ten, this formulation suggests an interpretation of TD learning in terms of
risk. In the typical formulation of TD learning, equation 2.1, γ is thought of
as a discounting term, whereas in equation 2.3, 1 − γ is the hazard function
of an exponential function. In the exponential case, the hazard function is
constant and assumes that each unit of time involves the same level of risk as
any other unit of time, while in hyperbolic discounting, the hazard function



1514 W. Alexander and J. Brown

varies with time. At times proximal to a reward, the hazard function is
greater than at more distant times.

The intuition, then, is that a hyperbolically discounted variant of TD
learning should include some means by which the hazard function is ad-
justed according to the temporal distance to a reward, so that the hazard
function is greater at times nearest reward, when anticipated value is high-
est. This requires a way of estimating the time remaining before an expected
reward should occur. The time remaining until a reward is delivered can
be approximated by the current value, Vt , which increases with temporal
proximity to reward. This approach, while originally conceived of as an
approximation, turns out to produce exactly hyperbolic discounting (see
the appendix). The formulation of TD learning used here maintains esti-
mates (via adjustable weights reflecting predictions of future reward) of
both reward level and time until reward, which is approximated by the cur-
rent discounted value. These predictions can be used to adjust the hazard
function in a preliminary form of the HDTD learning rule:

δt = rt+1 − Vt + Vt+1 − κVtVt+1. (2.4)

Here the term (1 − γ ) in equation 2.3 is replaced with κVt to reflect the
hyperbolically discounted form of TD (HDTD) learning, in which the dis-
counting rate κ is modulated by current value Vt .

The nonrecursive hyperbolic model of discounting is typically written as

Vt = R
1 + κT

, (2.5)

where the parameter κ determines the level of discounting, and T is the de-
lay to some reward, R. For a given value of κ , the HDTD model, equation 2.4,
learns the hyperbolically discounted value function given by the standard
formalization of hyperbolic discounting, equation 2.5, as shown in Figure 1.
In the appendix, we supply a proof of this. Furthermore, the hazard function
used for updating model weights in HDTD (κVt) converges on the hazard
function for the hyperbolic model, as shown in a proof in the appendix.

An issue of generalizability arises, however, for reward magnitudes of
varying sizes, as illustrated in Figure 2A. In the preliminary formulation
of the HDTD model, equation 2.4, the discounting rate on each iteration is
determined by a constant, κ , as well as the learned value function, Vt . As
reward magnitude increases, so too does the value of Vt , which results in
a higher discounting rate for higher magnitude rewards. The result is that
the preliminary formulation of the HDTD model is incapable of showing
preference reversals.

This issue can be resolved by scaling the discounting rate by the level
of reward. Myerson and Green (1995) observed that rewards of unequal
size are not discounted at the same rate. Specifically, larger rewards tend
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Figure 1: Learned value and hazard functions for the HDTD model compared
with the same from the nonrecursive hyperbolic discounting model (κ = 0.15).
For a reward given at t = 30 (vertical line), both the hyperbolic discounting
model and HDTD have the same value function. The HDTD model learns the
appropriate value function over the course of multiple (1000) trials. Similarly,
the HDTD hazard function corresponds exactly with the hyperbolic discounting
hazard function.

to be subject to less discounting than smaller rewards. This intuition can
be implemented in the HDTD framework by dividing the hazard function
from equation 2.4 by an estimate of the total magnitude per trial of a reward
r̄ , where r̄ is learned on successive trials by the delta rule r̄ = r̄ + α(R − r̄ ).
Furthermore, it is not necessary to assume that the rate of discounting
varies linearly with reward magnitude, so the denominator can be raised
to a power σ . So the final formalization of the HDTD learning rule is

δt = rt+1 − Vt + Vt+1 − κVt

(bias + r̄ )σ
Vt+1. (2.6)

This formulation of the HDTD learning rule, unlike equation 2.4, is capable
of showing preference reversals (see Figure 2B).

If the bias term is set to 0 and σ is set to 1 and we assume an a priori esti-
mate of r̄ where r̄ is equal to the magnitude of the reward per trial, equation
2.6 results in the same effective rate of hyperbolic discounting regardless
of reward size. That is, the equivalent nonrecursive hyperbolic discounting
model, equation 2.5, is the same regardless of reward magnitude.
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Figure 2: Behavior of the HDTD model (A) when the discounting factor is not
scaled by estimated reward per trial (equation 2.4, κ = 0.2), and (B) when the
discounting factor is scaled by the estimated reward per trial (equation 2.6,
κ = 0.2, σ = 1). The HDTD model reverses preferences (B) depending on the
temporal proximity of two unequal rewards. When a small reward is imme-
diately available (t1), the value function for that reward (solid line) is higher
than for a larger delayed reward (dashed line). However, when the distance to
both rewards is increased (t2), the preferences reverse; the value function for
the larger reward is higher than for the smaller.

For environments in which reward estimates are initially unknown
and subject to change, however, the bias term is necessary in order to
avoid an undefined term (i.e., dividing by zero). An alternative approach
would simply be to give the model an arbitrary initial estimate of r̄ and
allow it to adjust this estimate as described above; however, this may still
result in an undefined term if r̄ were to go to 0. For cases in which the bias
term is nonzero, the equivalent nonrecursive hyperbolic discounting model
changes depending on the magnitude of r̄ . For relatively low-magnitude
rewards, the equivalent hyperbolic model has a discount factor κ lower
than for high-magnitude rewards. This is because the effective discount
rate of the HDTD model is partially determined by the learned value func-
tion, Vt . When the reward magnitude per trial is small, the value function
is similarly small, so that dividing by a constant bias term (plus r̄ ) results
in lower effective discounting than when the reward magnitude and value
function are large (although the discounting rate is lowered in both cases;
it is simply lowered more for smaller magnitude rewards than larger).



Hyperbolically Discounted Temporal Difference Learning 1517

This state of affairs, then, runs counter to our desire, which is that rewards
with higher magnitude be discounted at a lower rate than low-magnitude
rewards. Since the idealized situation of zero bias results in the same level
of effective discounting for all reward magnitudes, and the inclusion of a
bias term results in lower discounting for low-magnitude rewards relative
to high-magnitude rewards, differential discounting based on reward size
in the appropriate direction is due to the term σ . For the idealized case
(bias = 0), a value of σ = 1 would result in equivalent discounting rates
for all levels of rewards, while values of σ > 1 result in lower effective dis-
counting as reward increases, and values of σ < 1 result in higher effective
discounting for larger rewards relative to smaller rewards. When a bias term
is introduced, the precise value of σ that results in an equivalent discounting
rate between two rewards of different magnitudes is shifted higher.

Figure 2B shows the hyperbolic value functions learned from equation
2.6 for r = 1 (solid line) and r = 2 (dashed line) and implies the presence of
preference reversals. If a choice between the two rewards is made when the
smaller reward is immediately available (vertical dashed line), the learned
value of the immediate reward is greater. However, if the choice is made
when the temporal distance to the smaller reward is greater (solid vertical
line), the learned value for the greater reward is greater. Where the two
value functions intersect is the point of indifference where each choice is
equally likely to be made. This shows that HDTD is capable of preference
reversals.

The parameter σ interacts in interesting ways with the level of reward
predicted for a given trial. Of particular interest is that low values of σ

(e.g., σ < 1) yield an equivalent hyperbolic model, equation 2.5, with a low
discount factor for low levels of reward and a high discount factor for high
levels of reward. Conversely, for high values of σ (e.g., σ = 2), the effective
discount factor for low reward levels is higher than the effective discount
factor for high reward levels.

Myerson and Green (1995) showed that in humans, different rates of dis-
counting based on reward size could be accounted for using two hyperbolic
models with a single parameter each. In contrast, HDTD can reproduce the
same hyperbolic curves with a single model containing two free parameters.
Table 1 shows the best-fit hyperbolic models for a selection of individual
subjects (from Green and Myerson, 1995), as well as the parameters κ and
σ , which produce the same two hyperbolic models using a single HDTD
model (with the bias term equal to 1). These parameters can be determined
analytically by solving the pair of equations,

Rhighκ

(bias + Rhigh)σ
= κhigh (2.7)

Rlowκ

(bias + Rlow)σ
= κlow, (2.8)
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Table 1: Selection of Subjects from Myerson and Green (1995).

Hyperbolic Models Equivalent HDTD Model

κlow κhigh
Subject (reward = 1,000) (reward = 10,000) κ σ

1 0.065 0.008 35.1117 1.9106
2 0.025 0.007 1.1454 1.5534
7 3.941 8.580 0.3828 0.66238
9 0.008 0.009 0.005638 0.94922

Notes: Subjects’ data were fit by two hyperbolic models for a low- and high-potential
reward condition. A single HDTD model can be found for each subject that fits both the
low- and high-reward hyperbolic models (see text).

for κ and σ . This holds even when subjects appear to discount low rewards
less heavily than high rewards (e.g., subject 7 in Table 1). For intermediate
levels of reward, the HDTD model predicts an effective discounting pa-
rameter falling between κhigh and κlow. Whereas the standard hyperbolic
model would require an additional model to be estimated for an interme-
diate reward condition, the HDTD model should be able to capture such
data using the same estimates of κ and σ , suggesting that HDTD is more
parsimonious. Further empirical tests of this are needed, however.

3 Average Reward Versus Hyperbolic Discounting

While we have shown that HDTD can exhibit preference reversals in accor-
dance with animal data, this is not sufficient to differentiate HDTD from
other models, such as average reward TD, which also exhibit preference
reversals. To this end, we examine the behavior of HDTD and an imple-
mentation of average reward TD (Daw & Touretzky, 2000) in a context in
which the order of reward delivery appears to influence preference. Brunner
(1999) showed that rats tend to prefer reward sequences that “worsen” over
time; given the choice between a reward sequence that delivers more food
items at the beginning of the sequence than at the end (i.e., decreasing) and
a reward sequence that delivers more food items at the end of the sequence
than at the beginning (increasing), rats prefer the depleting sequence at
short delays and trend toward indifference between the two at long delays.

We compared the fit between average reward TD and HDTD to the
approximate rat choice preferences from Brunner (1999), experiment 1. A
simple actor component, based on that described by Daw and Touretzky
(2000), was added to each model to learn choice preferences. At each time
step of a trial, preference weights for a reward sequence were updated
by the temporal difference error term δt multiplied by a learning rate pa-
rameter (in this case, 0.001). Each model experienced 2000 trials in each
of six conditions: an increasing or decreasing reward schedule at delays
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Figure 3: The HDTD model and average reward TD learning were fit to data
from Brunner (1999). (A) Rewards were delivered according to two schedules,
increasing (top) and decreasing (bottom). The average reward for both schedules
is the same. (B) The average reward TD model is indifferent to reward schedule,
while the HDTD model strongly prefers the decreasing reward schedule at
short delays, in accordance with Brunner (1999). The best-fit parameters for
the HDTD model are κ = 0.544, σ = 0.741, and ϕ = 54.85. Parameters found
for the average reward TD model were θ = 0.0010, ϕ = 0.9841, and α (learning
parameter) = 0.0986. The fit of the HDTD model yielded a mean square error of
0.0050, while the fit of the average reward model yielded a MSE of 0.1226. Data
were approximated from Brunner (1999, Figure 1).

of 0, 5, and 15 trial iterations. Each iteration of the model was interpreted
as having a duration of 1 second. The reward schedules were chosen to
approximate the schedules used by Brunner (see Figure 3A). For increasing
reward schedules, rewards occurred at 0, 10, 15, 17, and 18 seconds, plus the
delay for that condition. Decreasing rewards occurred at 0, 1, 3, 8, and 18
seconds, plus the condition delay. Of interest is that both increasing and de-
creasing reward schedules have the same amount of reward over the same
length of time; that is, the average reward for each is the same. The length of
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each trial was determined by the time of the last reward, plus an additional
intertrial interval that lasted between 1 and 20 seconds (randomly selected
from a uniform distribution). Following training, the actor’s learned choice
preferences between increasing and decreasing reward schedules at each
delay were computed by a softmax activation function,

Prob.selecting w = e Pwϕ

e Pwϕ + e Pbϕ
, (3.1)

where Pw is the learned preference weight for the decreasing reward sched-
ule, Pb is the preference for the increasing reward schedule, and ϕ is a scaling
factor. A low value of ϕ will cause the model to prefer all choices equally,
while a high value of ϕ will cause the model to more highly prefer even
slightly better options. Free parameters for the HDTD model were κ , σ , and
ϕ, and the bias term was set to 1. Free parameters for the average reward
model were the learning rate of the model, a parameter θ controlling the
exponential online estimate of average reward (Daw & Touretzky, 2002), as
well as ϕ.

Figure 3B shows the best fit of the average reward versus HDTD models.
As expected, the average reward TD model is indifferent to whether the
reward schedule increases or decreases. The HDTD model not only captures
the pattern of choice preferences better than does the average reward model,
but it also fits the data better than does a previous variant of hyperbolic
discounting, the parallel hyperbolic discount model (Brunner, 1999), which
was found to asymptote well below the percentage of choice preferences
actually observed. A potential criticism is that there were only three data
points in Brunner’s experiment, while the HDTD model had three free
parameters that were adjusted by the fitting routine. However, the average
reward model also had three free parameters and yielded a significantly
worse fit than the HDTD model. It is not the case, therefore, that the HDTD
model better accounts for the data by virtue of having more free parameters
than the competing model.

4 Discussion

A key motivation for a hyperbolic discounting model of temporal difference
learning is the ability of hyperbolic discounting, and not exponential dis-
counting, to show preference reversals. Nonetheless, the general form of the
HDTD equation, 2.6, suggests that exponentially discounted TD learning
could also, in principle, show preference reversals, provided that the expo-
nential discounting factor is also scaled by the level of reward. In light of this,
the mere fact of a model exhibiting such reversals is not sufficient reason to
prefer one form of discounting to another. However, it has been observed
that the pattern of preference reversals is better characterized by a hyper-
bolic function rather than an exponential for both group and individual data
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(Green & Myerson, 1996). Given this, there is a clear rationale for preferring
a hyperbolic discounting model to exponential discounting.

Myerson and Green (1995) suggest two potential motivations for the
hyperbolic model of temporal discounting. One motivation derives the
hyperbolic form from the notion that an animal seeks to maximize the rate of
reward, and the second motivation suggests that increases in the temporal
distance to an outcome impose additional, increasing risk that the outcome
will fail to occur. Both these motivations result in the nonrecursive model
of hyperbolic discounting, equation 2.5.

Average reward TD learning (Tsitsiklis & Van Roy, 1999, 2002) extends
the first motivation, rate maximization, to a TD learning framework,
while the HDTD model does the same for the risk interpretation of
discounting. Both models are able to exhibit preference reversals similar to
those observed in human and animal behavior (Daw & Touretzky, 2000).
While average reward TD learning is able to reproduce many predictions of
hyperbolic discounting models of decision making, it is unable to account
for animal data in which choice preferences are influenced by the pattern
of reward delivery (Brunner, 1999). The HDTD model, however, is capable
of reproducing such choice preferences. This suggests that the risk inter-
pretation of temporal discounting, and not rate maximization, is correct.

Insofar as it is the goal of models of reinforcement learning to account for
animal behavior and its possible neural corollaries, our proposed variant
of TD learning is able to account for observed behavior not captured by
exponentially discounted TD learning with a minimum of added complex-
ity. Additionally, recent evidence has shown that not only does observed
behavior correspond to hyperbolic discounting, but that the activity of mid-
brain dopamine neurons in response to a reward-predicting CS appears to
decline hyperbolically (Kobayashi & Schultz, 2008) with increases in delay
to a predicted reward. TD learning has provided a useful framework for
understanding the activity of dopamine neurons, and HDTD extends this
framework to include these recent findings.

Several brain areas have been identified that seem to show anticipatory
activity related to the prediction of an imminent reward. These areas include
ventral striatum (Schultz, Apicella, Scarnati, & Ljungberg, 1992), anterior
cingulate cortex (Amador, Schlag-Rey, & Schlag, 2000), orbitofrontal cortex
(Schultz, Tremblay, & Hollerman, 2000), and putamen (Schultz, Apicella,
Ljungberg, Romo, & Scarnati, 1993). In the context of TD learning, this
anticipatory activity appears to correspond with the learned value func-
tion (Suri & Schultz, 2001, e.g., Figure 1). An interesting property of the
hyperbolic discount function, however, is that its hazard function is sim-
ply a multiple of the function itself (Sozou, 1998). This suggests that the
activity of areas of the brain that have previously been identified as encod-
ing value predictions may actually signal a measure of risk as a function
of time. The hyperbolic model, however, also suggests a means by which
areas coding value can be distinguished from those whose activity simply
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reflects a hyperbolic hazard function. For different levels of reward, a value-
predicting area should show differential activity, while a hazard function
neuron will have the same pattern of activity for different levels of reward.
This follows from the hyperbolic hazard function κ

1+κT , which is the same
regardless of reward size. It is not certain, however, that the brain does in
fact maintain such hazard representations, and more research is needed to
answer this question.

Additional parameters in the HDTD model may also have interpreta-
tions in terms of neuromodulatory systems, such as serotonin, whose role
in reinforcement learning and decision making is an ongoing research con-
cern (Schweighofer et al., 2008). In the HDTD model, a new parameter, σ ,
is introduced that modulates the balance of discounting between low and
high rewards. Previous work has suggested that serotonin is involved in
reinforcement discounting; low levels of serotonin are associated with im-
pulsive behavior, suggestive of high discounting for high-value, delayed
rewards. The HDTD model makes a novel prediction in this regard. If σ

is related to the serotonergic system, it suggests that not only should high
rewards be discounted more for low levels of serotonin, but also that low-
value rewards should be discounted less.

Appendix A: Recursive Definition of Hyperbolic Discounting

In the main text, we present the HDTD model in a descriptive manner
and suggest that it is equivalent to the nonrecursive formulation of the
hyperbolic model of discounting. Here we show the formal equivalence
between the HDTD model and the hyperbolic model of discounting and
justify our interpretation of the model in terms of risk. We proceed in three
steps. First, in theorem 1, we show that the hyperbolic discounting model
has an exact recursive definition. Second, using the recursive formulation
of hyperbolic discounting, we derive the HDTD learning rule presented in
the main text. Finally, in theorem 2, we show that the quantity we describe
as a hazard function κVt

R in the main text is equivalent to the hyperbolic
hazard function in the simple case of 	t = 1.

A.1 Recursive Definition of the Hyperbolic Model. Consider the hy-
perbolic discounting model:

Vt = R
1 + κT

. (A.1)

Of note, the value Vt of R after hyperbolic discounting by time is decreased
by scaling with the denominator on the right-hand side, which is one plus
a constant multiplied by temporal distance.
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The hyperbolic discounting model is defined recursively for any {T, t} ∈
Q+ ∪ {0} (where Q+ is the set of rational, positive numbers), as

Vt = R if T = 0

Vt = Vt+	t

1 + 	tκVt+	t
R

otherwise. (A.2)

The origin of equation A.2 can be seen in the functional similarity with
equation A.1, in which the discounted reward Vt at time t is smaller (i.e.,
the reward is more distant in the future). This smaller value Vt is obtained by
starting with the value Vt+	t and decreasing it by scaling with the denomi-
nator on the right-hand side, which is one plus a constant 	tκ

R , multiplied by
temporal distance. Here, the recursion is effected by representing temporal
distance by Vt+	t instead of T as in equation A.1.

Let T = −t + C , where C is a constant, which implies that 	T = −	t,
constrained by T ≥ 0. This change of variables implies, from equation A.1,
that

Vt−	t = R
1 + κ(T + 	T)

. (A.3)

Theorem 1: For all rational, positive numbers T, the hyperbolic function Vt =
R

1+κT from equation A.1 is a solution to the recursive equation A.2.

Proof: The proof is by induction over T for rational, positive numbers and
0. We proceed first by demonstrating that the base case T = 0 is true:

Base case: V0 = R
1 + κ0

.

By definition, V0 f = R

R = R
1 + κ0

R = R
1

R = R.

Hence equation A.1 is a solution to A.2 in the special case of T = 0. In
order to demonstrate by induction that the recursive hyperbolic model is
equivalent to the nonrecursive hyperbolic model for all T , we assume that
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the inductive hypothesis Vt = R
1+κT is true and show that the relationship

holds for Vt−	t in equation A.2.

Inductive hypothesis: assume Vt = R
1 + κT

. (A.4)

Then by extension of equation A.4,

Vt−	t = R
1 + κ(T + 	t)

. (A.5)

It is required to show that equations A.4 and A.5 together provide a solution
to equation A.2.
From equation A.2,

Vt−	t = Vt

1 + 	tκVt
R

.

By application of the inductive hypothesis, we substitute R
1+κT for Vt ,

Vt−	t =
R

1+κT

1 + 	tκ R
1+κT
R

,

and show that Vt−	t = R
1+κ(T+	t) :

R
1+κT

1 + 	tκ R
1+κT
R

= R
1 + κ(T + 	t)

R
1+κT

1 + 	tκ
1+κT

= R
1 + κ(T + 	t)

R
1+κT

1+κT
1+κT + 	tκ

1+κT

= R
1 + κ(T + 	t)

R
1+κT

1+κT+	tk
1+κT

= R
1 + κ(T + 	t)

R
1 + κT + 	tk

= R
1 + κ(T + 	t)

R
1 + κ(T + 	t)

= R
1 + κ(T + 	t)

.
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Hence by induction, ∀{T, t} ∈ Q+ ∪ {0}, Vt = R
1+κT is a solution to the recur-

sive equation A.2.

A.2 Derivation of the HDTD Model. Theorem 1 says that the hyper-
bolic model has an exact, recursive definition. We can now use this recursive
definition to obtain the HDTD model in the form of a Bellman equation.
First, note that the recursive model in equation A.2 can be written equiva-
lently as

Vt = R if T = 0

Vt = Vt+	t − 	tκVtVt+	t

R
otherwise.

This will be important when we confirm that the hyperbolic hazard function
is the same as the HDTD hazard function in theorem 2.

At convergence, predictions learned by the HDTD model, V̂t , should
satisfy the definition above. If, however, a prediction is off, the prediction is
updated in proportion to the amount it deviates from the ideal estimate—
essentially a temporal difference error:

δt = R − V̂t if T = 0

δt = V̂t+	t − V̂t − 	tκV̂t V̂t+	t

R
otherwise.

Note that V̂t+	t itself is also a prediction learned by the model. These can
be combined into a single learning rule,

δt = rt + V̂t+	t − V̂t − 	tκV̂t V̂t+	t

R
,

where rt = R if T = 0, and 0 otherwise. The prediction at time T , then, is
updated according to

V̂t = V̂t + αδt,

where α is the learning rate parameter.

A.3 Hyperbolic Hazard Function. In the main text, we refer to the
quantity κVt

R as the HDTD hazard function, in the simple case of 	t = 1.
We now show that at convergence, this quantity works out to the hazard
function of the hyperbolic model:
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Theorem 2: The hyperbolic hazard function is identical to the hazard function of
the HDTD equation 2.4 at convergence.

In a general sense, this follows from theorem 1 in that if the functions are
identical, then their hazard functions must be identical. In mathematical
terms, ∀R, κ , the HDTD hazard function κVt

R from equation 2.4 is identical
to the hyperbolic hazard function κ

1+κT .
An alternate way of writing the hyperbolic discounting function is as

the value of an immediate reward multiplied by the hyperbolic survivor
function, 1

1+κT (Sozou, 1998). The hazard function, defined as the negative
derivative of the survivor function divided by the survivor function, gives
us the hyperbolic hazard function, κ

1+κT , which is itself a hyperbola.

Proof: From theorem 1, we defined in equation A.1 that

Vt = R
1 + κT

.

Substituting into the HDTD hazard function and setting it equal to the
hyperbolic hazard function (defined above), we get

κ R
1+κT

R
= k

1 + κT

κ 1
1+κT

1
= k

1 + κT
k

1 + κT
= k

1 + κT
.

Acknowledgments

This work was supported in part by AFOSR FA9550-07-1-0454 to J.W.B.

References

Amador, N., Schlag-Rey, M., & Schlag, J. (2000). Reward-predicting and reward-
detecting neuronal activity in the primate supplementary eye field. J. Neurophys-
iol., 84(4), 2166–2170.

Brunner, D. (1999). Preference for sequences of rewards: Further tests of a parallel
discounting model. Behavioural Processes, 45(1–3), 87–99.

Daw, N. D., & Touretzky, D. S. (2000). Behavioral considerations suggest an aver-
age reward TD model of the dopamine system. Neurocomputing: An International
Journal, 32–33, 679–684.

Daw, N. D., & Touretzky, D. S. (2002). Long-term reward prediction in TD models of
the dopamine system. Neural Comput., 14(11), 2567–2587.



Hyperbolically Discounted Temporal Difference Learning 1527

Green, L., & Myerson, J. (1996). Exponential versus hyperbolic discounting of de-
layed outcomes: Risk and waiting time. Amer. Zool., 36(4), 496–505.

Kacelnik, A., & Bateson, M. (1996). Risky theories—The effects of variance on forag-
ing decisions. Amer. Zool., 36(4), 402–434.

Kobayashi, S., & Schultz, W. (2008). Influence of reward delays on responses of
dopamine neurons. J. Neurosci., 28(31), 7837–7846.

Mazur, J. E. (1987). An adjusting procedure for studying delayed reinforcement. In
M. L. Commons, J. E. Mazur, J. A. Nevin, & H. Rachlin (Eds.), The effect of delay and
intervening events on reinforcement value (Vol. 5, pp. 55–73). Mahwah, NJ: Erlbaum.

Myerson, J., & Green, L. (1995). Discounting of delayed rewards: Models of individ-
ual choice. J. Exp. Anal. Behav., 64(3), 263–276.

Schultz, W., Apicella, P., Ljungberg, T., Romo, R., & Scarnati, E. (1993). Reward-
related activity in the monkey striatum and substantia nigra. Prog. Brain Res., 99,
227–235.

Schultz, W., Apicella, P., Scarnati, E., & Ljungberg, T. (1992). Neuronal activity in
monkey ventral striatum related to the expectation of reward. J. Neurosci., 12(12),
4595–4610.

Schultz, W., Tremblay, L., & Hollerman, J. R. (2000). Reward processing in primate
orbitofrontal cortex and basal ganglia. Cereb. Cortex, 10(3), 272–284.

Schweighofer, N., Bertin, M., Shishida, K., Okamoto, Y., Tanaka, S. C., Yamawaki,
S., et al. (2008). Low-serotonin levels increase delayed reward discounting in
humans. J. Neurosci., 28(17), 4528–4532.

Sozou, P. D. (1998). On hyperbolic discounting and uncertain hazard rates. Proceed-
ings of the Royal Society of London. Series B: Biological Sciences, 265(1409), 2015–2020.

Suri, R. E., & Schultz, W. (2001). Temporal difference model reproduces anticipatory
neural activity. Neural Comput., 13(4), 841–862.

Sutton, R. S., & Barto, A. G. (1990). Time-derivative models of Pavlovian reinforce-
ment. In M. Gabriel & J. Moore (Eds.), Learning and computational neuroscience
(pp. 497–537). Cambridge, MA: MIT Press.

Tsitsiklis, J. N., & Van Roy, B. (1999). Average cost temporal-difference learning.
Automatica, 35(11), 1799–1808.

Tsitsiklis, J. N., & Van Roy, B. (2002). On average versus discounted reward temporal-
difference learning. Machine Learning, 49(2–3), 179–191.

Received August 7, 2009; accepted October 2, 2009.



NeuroImage 49 (2010) 3210–3218

Contents lists available at ScienceDirect

NeuroImage

j ourna l homepage: www.e lsev ie r.com/ locate /yn img
Competition between learned reward and error outcome predictions in anterior
cingulate cortex

William H. Alexander, Joshua W. Brown ⁎
Department of Psychological and Brain Sciences, Indiana University, 1101 E Tenth St., Bloomington, IN 47405, USA
⁎ Corresponding author. Fax: +1 812 855 4691.
E-mail address: jwmbrown@indiana.edu (J.W. Brow
URL: http://www.indiana.edu/~cclab (J.W. Brown)

1053-8119/$ – see front matter © 2009 Elsevier Inc. A
doi:10.1016/j.neuroimage.2009.11.065
a b s t r a c t
a r t i c l e i n f o
Article history:
Received 18 August 2009
Revised 17 November 2009
Accepted 18 November 2009
Available online 1 December 2009
The anterior cingulate cortex (ACC) is implicated in performance monitoring and cognitive control. Non-
human primate studies of ACC show prominent reward signals, but these are elusive in human studies,
which instead show mainly conflict and error effects. Here we demonstrate distinct appetitive and aversive
activity in human ACC. The error likelihood hypothesis suggests that ACC activity increases in proportion to
the likelihood of an error, and ACC is also sensitive to the consequence magnitude of the predicted error.
Previous work further showed that error likelihood effects reach a ceiling as the potential consequences of an
error increase, possibly due to reductions in the average reward. We explored this issue by independently
manipulating reward magnitude of task responses and error likelihood while controlling for potential error
consequences in an Incentive Change Signal Task. The fMRI results ruled out a modulatory effect of expected
reward on error likelihood effects in favor of a competition effect between expected reward and error
likelihood. Dynamic causal modeling showed that error likelihood and expected reward signals are intrinsic
to the ACC rather than received from elsewhere. These findings agree with interpretations of ACC activity as
signaling both perceptions of risk and predicted reward.
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Introduction

Executive control theories require the ability to monitor behav-
ioral consequences and, when necessary, exert goal-directed control
over behavior. Anterior cingulate cortex (ACC) has been implicated
in performance monitoring and cognitive control (Carter et al., 1998;
Botvinick et al., 1999). Research has identified the ACC and
surrounding medial prefrontal cortex (mPFC) as an area that
responds to error commission and error feedback (Gemba et al.,
1986; Hohnsbein et al., 1989; Gehring et al., 1990) as well as
response conflict (Botvinick et al., 1999; MacDonald et al., 2000).
Recently, combined fMRI and computational modeling studies
showed that ACC activity is proportional to the likelihood of
committing an error, even controlling for error and conflict effects
(Brown and Braver, 2005). Additional studies motivated by a priori
predictions of the error likelihood model have shown that ACC is,
more generally, sensitive to expected risk (Brown and Braver, 2007),
i.e. the combination of error likelihood and the potential severity of
the error. ACC activity related to anticipation of risk seems to drive
risk avoidance (Magno et al., 2006; Brown and Braver, 2007). Despite
the success of the error likelihood model, previous neuroimaging
results showed an under-additive interaction of anticipated error
n).
.

ll rights reserved.
consequence magnitude and error likelihood (Brown and Braver,
2007), which was not predicted by the model. This suggests that an
additional factor may be involved in driving ACC activity. Evidence
from single-unit recording, fMRI, and ERP studies suggests that ACC
is not only sensitive to error commission, but also to prediction and
processing of rewarding events. Neurons in monkey ACC and nearby
supplementary motor area become increasingly activated in propor-
tion to the temporal proximity (Amador et al., 2000; Shidara and
Richmond, 2002; Ito et al., 2003) and predicted level of reward
(Amiez et al., 2005).

While effects of both error likelihood and, in monkeys, the level of
reward have been observed in ACC and related areas, it remains
unclear how these effects combine in ACC. Here we test between two
competing hypotheses of how reward prediction signals might
combine with risk prediction (error likelihood and anticipated error
consequence magnitude) signals in human ACC. One possibility, the
modulation hypothesis, suggests that increased anticipated reward
will increase the sensitivity to error likelihood and potential error
consequence magnitude. Intuitively, a subject might not care about
error likelihood if there is no reward to be gained. This would account
for the previous finding that as the potential magnitude of error
consequences increases, sensitivity to error likelihood decreases,
because expected value decreases. An alternative hypothesis, the
competition hypothesis, suggests that reward anticipation and error
likelihood can each activate ACC, and activation by one reduces
sensitivity to another. In support of this hypothesis, competition
between reward-seeking and risk-avoidant behavior has been

mailto:jwmbrown@indiana.edu
http://www.indiana.edu/~cclab
http://dx.doi.org/10.1016/j.neuroimage.2009.11.065
http://www.sciencedirect.com/science/journal/10538119
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proposed to explain group differences in decision-making tasks
(Yechiam et al., 2005). This would also account for the under-additive
interaction between error likelihood and anticipated consequence
magnitude. Nonetheless, the two hypotheses make strong competing
predictions: if anticipated error magnitude is held constant, increases
in anticipated reward magnitude should increase error likelihood
effects under the modulation hypothesis but decrease error likelihood
effects under the competition hypothesis.

A question raised by the competing hypotheses outlined above
is, in the event that ACC activity is influenced by anticipated
reward magnitude, either through competition or modulation, then
what is the source of information about reward magnitude to the
ACC? One possibility is that ACC receives input from additional
areas in the brain, and that these signals are integrated by the ACC
along with information about error likelihood and risk prediction.
The integration hypothesis suggests that brain regions whose
activity reflects predictions of reward magnitude should have a
causal influence on ACC activity. Alternately, the ACC itself may
compute a prediction of reward magnitude independent of similar
calculations which occur elsewhere in the brain. The computation
hypothesis suggests that brain areas outside ACC which show
effects of reward magnitude are causally independent of ACC
activity, or that they themselves may be causally affected by ACC
activity. These additional hypotheses may be differentiated by
analyses designed to determine causation amongst brain regions
(e.g., DCM; Friston et al., 2003).

Methods

To examine the potential role of reward magnitude of a task on
ACC activity related to error likelihood, we implement a modified
version of the Incentive Change Signal Task (ICST; (Brown and Braver,
2005, 2007), as shown in Fig. 1. The modified ICST here manipulates
error likelihood and changes in reward magnitude while controlling
for error consequence magnitude.
Fig. 1. Incentive Change Signal Task. A modified version of the Change Signal Task presented
trials in the low reward magnitude condition, and $0.02 for correct trials and $0.01 for incorr
the high error likelihood condition and 5% for the low error likelihood condition.
Participants

Participants (N=24, 13 female, ages 19 to 36, average age 23, and
right handed) were recruited from the campus of Indiana University,
Bloomington and surrounding areas, using flyers posted in public
spaces. Participants were paid $25 per hour plus a performance bonus
(see below) averaging approximately $6.70. Recruiting and experi-
mental procedures were approved by the Indiana University Institu-
tional Review Board.

Behavioral task

The Incentive Change Signal Task (ICST) (Brown and Braver, 2007)
is a modified version of the change signal task (Brown and Braver,
2005) and was implemented in E-Prime (Psychology Software Tools,
Pittsburgh, PA). The ICST consisted of four phases: color cue, target,
response, and feedback (Fig. 1). At the beginning of each trial two
horizontal dashes were displayed in the center of the screen. Dashes
were one of four colors: white, brown, yellow, or light blue. Each color
was paired with one of the four possible combinations of error
likelihood (high and low) and average reward magnitude (high and
low). These pairings were counterbalanced across all participants, and
the pairings were constant across all trials for an individual
participant. Trials were presented pseudo-randomly. After the dashes
were displayed for 1000 ms, an angle brace appeared to the right or
left of the dashes, forming an arrow pointing either left or right (48 pt
font). The direction of the arrow indicated which response the
participant was to make. On change signal trials (1/3 of all trials), an
additional arrow (96 pt font) appeared above the first arrow and
pointing in the opposite direction, indicating that the participant was
to cancel the initial response and make a response according to the
second arrow. The stimuli remained visible for 1000 ms after the
appearance of the first arrow. The change signal delay (CSD) between
onset of the initial arrow and the second arrow was adjusted by an
asymmetric stairstep algorithm to maintain target error rates, and the
in Brown and Braver (2007). Subjects earn $0.01 for correct trial and $0.00 for incorrect
ect trials in the high reward magnitude condition. Error rates were controlled at 50% for
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CSD was adjusted independently for each of the four colors. For
the low error likelihood (EL) conditions, the CSD was adjusted to
achieve an error rate of 5% on change signal trials, while an error
rate of 50% was maintained for the high error likelihood
conditions. On each change trial, the CSD was increased for a
correct trial, while incorrect trials decreased the CSD. After
presentation of the stimuli and expiration of the response deadline,
the screen was blank for 500 ms, after which visual feedback was
provided to the participants for 1000 ms. For correct trials,
feedback consisted of the word ‘Correct’ and 4 digits indicating
how many points the participant earned for the trial. For incorrect
trials, participants saw the word ‘Incorrect’ in addition to the
number of points earned. The number of points earned on each
trial depended both on the outcome (correct or incorrect) of the
trial as well as the average reward magnitude (RM) condition. For
the high RM condition, subjects earned 2000 pt for a correct trial
and 1000 pt for an incorrect trial, while in the low RM condition
subjects earned 1000 pt for a correct trial and 0 pt for an incorrect
trial. Participants were informed that their points were to be
converted directly to a cash payment at the end of the session.
Points were converted at the rate of 1000 pt for each US $0.01.
Participants were not informed of the conversion rate of points to
dollars prior to participation, nor were they given direct informa-
tion regarding their accumulated point total. We found in pilot
studies that subjects performed with greater motivation for large
amounts of points, with conversion factors revealed after the
session, than for the equivalent relatively small monetary payment.
After feedback, the screen remained black for a minimum of
1500 ms until the start of the next trial. Intertrial intervals (ITI)
were jittered by adding 0, 2000, 4000, or 6000 ms (3 TRs) to the
ITI. Jitter delays were chosen by a weighted random selection of
each of the possible durations; the weights for each of the jitter
durations were 30, 12, 5 and 2, respectively, allowing for efficient
estimation of the HRF (Burock et al., 1998).

Participants performed 6 blocks of 82 trials per block in the
scanner. Participants were trained on the task prior to scanning in
order to familiarize them with the task instructions, but not the
specific reward magnitude and error likelihood conditions. Training
typically consisted of fewer than the 82 trials comprising a single
block. Subjects learned the payoff amounts and probabilities
associated with each color cue condition solely by experience
while performing the task in the scanner, as in previous studies
(Brown and Braver, 2005, 2007). Differences in BOLD signals due to
effects of reward magnitude and error likelihood are therefore the
result of experience with the task during scanning, and not previous
training.

In the task design, reward magnitude was manipulated by adding
1000 pt to the outcomes such that a correct response in the high
reward magnitude condition was worth 1000 pt more than a correct
response in the low reward magnitude condition, and, similarly, an
error was worth 1000 pt more in the high reward magnitude
condition than in the low reward magnitude condition. Average
reward is commonly calculated as the sum of the probability of each
potential outcome multiplied by the value of that outcome; in the
current task, manipulation of error likelihood necessarily affects the
actual expected value of each condition. In high error likelihood
conditions, a participant is more likely to commit an error, leading to a
lower average reward than in the low error likelihood condition.
Critically, however, changes in average reward are the same across
conditions: the difference between the average reward (high RM and
low RM) in the low error likelihood conditions is the same as the
difference in the high error likelihood condition (see Fig. 1). By
manipulating the predicted reward magnitude, the task design allows
us to distinguish between themodulation hypothesis and competition
hypothesis, as follows. Greater predicted reward magnitude should
lead to greater error likelihood effects under the modulation
hypothesis but smaller error likelihood effects under the competition
hypothesis.

Individual differences

Previous studies have found that error likelihood-related activity
in ACC may vary with individual differences related to risky behavior
(Brown and Braver, 2007, 2008). Since risk-taking behavior may
influence error likelihood effects, participants were given the
Domain-Specific Risk Taking inventory (DOSPERT;(Weber et al.,
2002) in order to assess individual propensities for risk. The DOSPERT
measures risk-taking behavior within different domains (Social,
Recreational, Gambling, Investment, Ethical, and Health/Safety). In
the context of reinforcement learning, the propensity to engage in
risky behaviors may also be related to impaired or altered function of
neuromodulatory systems such as dopamine that underlie reinforce-
ment learning (Riba et al., 2008). For the ICST, aversion to risky
financial behavior, and especially gambling, is most relevant to the
incentive component of the task.

Functional imaging

Functional images were acquired using a Siemens 3 T Trio MRI
scanner with images slices tilted 30° toward the coronal plane from the
AC-PC line forwhole-brain coverage (EPI, 33 slices, 3mmslice thickness,
TR=2000 ms, TE=25, flip angle=70, FOV=220×220 mm, 64×64
voxel in-plane resolution). T1-weighted structural images for each
participant were also acquired (160 sagittal slices, 1 mm slice
thickness, TR=2300 ms, TE=3.93, flip angle=12, pixel width in-
plane=0.5 mm).

Event-related responses were estimated using a general linear
model approach and analyses conducted using SPM5 and the Marsbar
toolkit for ROI analyses (Brett et al., 2002). A GLM was estimated for
each subject using a total of 17 regressors: a constant term, 6
regressors for movement, and 10 regressors for experimental
conditions. Eight regressors were used to model correct trials for all
combinations of levels of high vs. low reward magnitude, high vs. low
error likelihood, and change vs. go trials (i.e., trials in which a change
signal was either presented or not presented). Events were time-
locked to the onset of each trial (appearance of angle brace indicating
which response the subject should make) and were modeled as
having duration of 0 s (as is standard in SPM). Error trials were
modeled by two regressors, one for errors made for change trials, and
another for errors committed when no change signal was presented
or when no response was made. Beta values for model regressors
were estimated using the SPM canonical hemodynamic response
function (HRF). Analyses for main effects, interactions, and pairwise
comparisons were done at the 2nd-level (random effects), and
performed only for correct go trials at the whole-brain level. Planned
analyses included tests for error likelihood effects (correct/go/high
EL−correct/go/low EL), tests for main effects of reward magnitude
(correct/go/high RM−correct/go/low RM) as well as the interaction
of reward magnitude and error likelihood for correct go trials. Except
where noted, regions of interest for additional analyses were selected
by the peak area of activation for clusters of activation that passed
whole-brain (family-wise error) correction for planned analyses.

Dynamic causal modeling

We investigated potential causal relationships between regions
showing a significant main effect of reward magnitude and ACC using
dynamic causal modeling (DCM; Friston et al., 2003). DCM treats
interconnected brain regions as a nonlinear input–state–output
system which is sensitive to experimental perturbations. Bayesian
estimation is used to estimate parameters for the direct influence of
exogenous inputs (e.g., experimental manipulations) on system
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states, the coupling of states, and parameters that modulate state
coupling. The Bayesian framework is combined with a forward model
of how neural activity is affected by input and produces measured
BOLD responses.

For each extracingulate brain area showing significant main effects
of reward magnitude we constructed four DCM models embodying
four possible causal relationships (summarized in Fig. 2): (1)
unidirectional causation originating from ACC, (2) unidirectional
causation originating from outside the cingulate, and reciprocal
causation originating either from (3) ACC or (4) extracingulate
areas. DCM models were estimated individually for each subject,
taking the average time course of activity of voxels within a sphere
(5 mm radius) centered on the peak coordinates found for group level
contrast. For each model, specific conditions (levels of reward
magnitude and error likelihood) were included as modulatory
influences on connection strengths. For reciprocally connected
models, modulatory parameters were estimated for both connections.

Model parameters for individual subjects were estimated using
an Expectation Maximization algorithm (Friston et al., 2003) under
the SPM5 framework. In order to determine the optimal of two
candidate models, the evidence for each model, approximated by
either the Akaike Information Criterion (AIC) and Bayesian Informa-
tion Criterion (BIC), is used to compute a Bayes Factor (Penny et al.,
2004). Generally, the BIC penalizes a model more than the AIC for
added model complexity. In our analyses, we adopt the convention
suggested by Penny et al., that evidence for one model over another
exists if the AIC and BIC agree, and the minimum (if both AIC and BIC
are greater than 1) or maximum (if less than 1) of the two is taken. If
the AIC and BIC disagree about which model is optimal, the Bayes
Factor for that model comparison is set to 1 (equal evidence for both
models).

For each set of four models described above, a Bayes Factor was
computed for each model against the three alternative models for
each subject. An average Bayes Factor for each model comparison was
computed across all subjects to determine the overall evidence for
that model (Penny et al., 2004; Smith et al., 2006), computed as the
nth-root of the product of the Bayes Factor for N individual subjects:

AverageBij =
ffiffiffiffiffiffiffiffiffiffiffiffiY
n

Bij
n

r

where B is the Bayes Factor; n is the number of models, and i and j are
models being compared. Group average Bayes Factors that exceeded a
critical threshold (2.72, (Penny et al., 2004)) for one model vs. the
Fig. 2. Dynamic causal modeling. DCM models were created to examine the causal structure
flow in a single direction (Models 1 and 3), or information may originally be available to
connectivity (Models 2 and 4). Furthermore, effective connectivity between the two region
other three candidate models were selected for further analysis, with
the additional requirement that themodel was selected as the optimal
for a majority of subjects (13 or more). The computation of the
average Bayes Factor is sensitive to outliers, and one subject was
removed due to extreme values.

Results

Behavioral results

A two-way analysis of variance showed no significant main effect
of error likelihood, rewardmagnitude or interaction effect on reaction
time (RT) for correct, go trials, (F(3,92)=0.15, pN0.05) consistent
with previous results (Brown and Braver, 2007), indicating that ACC
activity related to error likelihood effects was not confoundedwith RT
effect. Mean RTs were 730.06 ms (sd=127.82 ms) for High RM/Low
EL trials, 737.61 ms (sd=123.40 ms) for High RM/High EL trials,
729.34ms (sd=126.62ms) for Low RM/High EL trials, and 725.73ms
(sd=127.16 ms) for Low RM/Low EL trials (for all go, correct trials).
Additionally, observed error rates were 50.32% for the High EL
conditions and 9.09 % for Low EL conditions. These were significantly
different from each other and consistent with target error rates.

The change signal delay (CSD) between cue onset and presenta-
tion of the delay signal (if any) was manipulated dynamically in order
to maintain target error rates. A potential confound might exist if the
change signal delay period was influenced by levels of reward
magnitude or interactions of reward magnitude and error likelihood.
A two-way analysis of variance was performed on each subject's final
CSD in each RM/EL condition for go/correct trials. A main effect of
error likelihood on CSD was observed as expected (F(1,92)=176.48,
pb0.01). However, there was neither a main effect of reward
magnitude (F(1,92)=0.04, pN0.05) nor was the interaction (reward
magnitude×error likelihood) significant (F(1,92)=0.13), pN0.05).

The DOSPERT gambling subscale has a range of 4 (most risk-
averse) to 20 (most risk seeking). Subjects scored an average of 6.00
on the DOSPERT gambling subscale, with a standard deviation of 2.96.
Sixteen subjects scored at or below the mean. Overall, the majority of
subjects were strongly averse to gambling risk-taking, suggesting that
a failure to find error likelihood effects would not be due to individual
differences.

Error likelihood

We found error likelihood effects consistent with previous findings
(Brown and Braver, 2005, 2007) in dorsal ACC. Results for the main
(if any) between ACC and extracingulate regions. Information between two areas may
one region, and the subsequent activity of both regions is influenced by reciprocal

s might be modulated by one or more task variables.
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effect of error likelihood, (High EL−Low EL) showed significant
activation at the cluster level (peak activation at MNI+4,−4, 52; 207
voxels; t(23)=4.52, pb0.001, corrected). Of note, this region was
slightly more caudal than regions with similar effects found in
previous studies (Brown and Braver, 2005, 2007). Tests for the main
effect of reward magnitude (High RM−Low RM) failed to show
significant effects in the dorsal ACC region. Pairwise comparisons of
error likelihood for both levels of reward magnitude suggested a
potential interaction of error likelihood and reward magnitude. The
contrast for error likelihood in the low reward magnitude conditions
(Low RM/High EL−Low RM/Low EL) yielded significant results at the
cluster level (t(23)=5.59, pb0.005 corrected). For the low RM error
likelihood contrast, a region of interest was observed with a peak
activation at +6, −4, 46 (MNI coordinates; Fig. 3A) and containing
186 voxels, while no other region showed significant effect for this
contrast. The full-brain error likelihood contrast for the high RM
conditions (High RM/High EL−High RM/Low EL) yielded a qualita-
tively weaker result for this same region (t(23)=1.505, pN0.05
corrected). Since effects of error likelihood are more pronounced for
the pairwise contrast (Low RM/High EL−Low RM/Low EL), we use
the ROI with peak activation at +6, −4, 46 for our subsequent
investigation of causal influences on ACC.

One potential concern with the task design is that ACC activity
during the pre-response period is not easily discriminated from
feedback signals due to correct or error responses. So might reward
magnitude signals in ACC reflect greater actual reward instead of
greater anticipated reward? To address this, we note that there was no
main effect of reward magnitude in the identified ACC region, so it is
not the case that ACC reflects differences in the value of the actual
Fig. 3. Rewardmagnitude and error likelihood. (A) Error likelihood effects were observed in d
main effects of error likelihood and reward magnitude within this region confirm error likel
bars reflect standard error. (C) ACC responds to both reward magnitude and error likelihood.
standard error. All analyses were for correct, go trials only.
reward for that trial. Furthermore, we note that ACC activity for
correct Go trials is highest for the Low RM/High EL condition, in which
average reward is lowest, so again ACC activity does not correlate
positively with the actual reward outcome of the trial.

Competition vs. modulation

As suggested by pairwise comparisons showing weaker error
likelihood effects in the high reward magnitude condition, further
analyses were conducted to investigate a potential interaction
between reward magnitude and error likelihood in ACC. In order
not to bias the results, the cluster in ACC identified for the main effect
of error likelihood with peak of activity at +4, −4, +52 was used to
conduct an ROI analysis. Within this region, we discovered a
significant interaction (t(23)=2.79, pb0.01, uncorrected) for the
interaction contrast (High RM/Low EL+Low RM/High EL)−(High
RM/High EL+Low RM/Low EL), suggesting that error likelihood
effects are smaller in the high RM condition than in the low RM
condition. Fig. 3C shows that increases in rewardmagnitude lead to an
apparent saturation, such that increases in error likelihood cause a
proportionally smaller increase in ACC activity.

Is ACC activity saturating? If so, this may suggest that the
modulation hypothesis cannot be ruled out, since a similar pattern
would be produced if there were such a ceiling effect. In order to
rule out the possibility that ACC activity does indeed saturate, we
tested whether activity in the same ROI (+4, −4, −52) for
Change/Error Trials was greater than activity in the same region for
Change/High RM/High EL/Correct Trials. There was a significant
effect of Error within the region (t(23)=4.67, pb0.001, peak at
orsal ACC. No other areas showed significant activation for error likelihood. (B) Tests for
ihood effects, but show no significant difference in activity for reward magnitude. Error
However, these effects appear to saturate for high levels of RM and EL. Error bars reflect
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MNI coordinates −2, +6, 44). This indicates that activity in ACC
does not saturate since we would expect no significant difference in
activation for error trials if activity were already at peak for Correct
trials.

Furthermore, it may be seen from the pattern of activation that ACC
activity is not merely proportional to average reward in the task (Fig.
3C). If ACC responded proportionally to increases in average reward,
we would expect activity to be greatest in the High RM/Low EL
condition, whereas if ACC activity is inversely proportional to average
reward (i.e., low activity for conditions with high average reward), we
would expect activity to be lowest in the High RM/Low EL condition.
From Fig. 3C, we can see that the High RM/Low EL condition yields
neither the greatest nor the least activation, indicating that ACC does
not simply track reward magnitude or lack thereof.

Overall, these results are consistent with the competition
hypothesis as discussed above in the introduction but cannot be
accommodated by the modulation hypothesis, which incorrectly
predicts that error likelihood effects in ACC should be greater in the
High RM condition.

Origin of reward magnitude effects in ACC

Given that ACC activity appears to reflect competition between
reward anticipation and error likelihood, the next question is where
the anticipatory signals related to expected reward originate from.
Previous studies (Seymour et al., 2004; Knutson et al., 2005), in
addition to the present findings, suggest that ACC is part of a network
of brain areas that process reward information. The presence of an
interaction between reward magnitude and error likelihood in ACC
suggests that regions which encode reward magnitude alone may be
functionally connected to ACC, and that the reward magnitude of a
task could be expected to contribute to cognitive control by
influencing activity in ACC. Information about expected value appears
to be encoded in a distributed fashion throughout the brain (Knutson
et al., 2005); one possibility is that ACC receives signals from one or
more of these areas pertaining to reward magnitude. The alternative
hypothesis is that ACC computes the predicted reward magnitude
internally. These hypotheses are tested below. Our approach to this
question is to first identify regions with effects of reward magnitude,
then ascertain whether these regions exert a causal influence on ACC
activity using dynamic causal modeling (DCM).

Regions showing main effects of reward magnitude

Tests for the main effect of reward magnitude (High RM–Low
RM) showed no differences in the region of ACC which showed
effects of error likelihood in the low RM condition (ROI +6, −4,
+46, t(23)=2.5095, pN0.05 corrected). However, main effects of
reward magnitude were observed in three regions (Fig. 4; locations
Fig. 4. Main effect of reward magnitude. Three clusters (left panels) showed significan
parahippocampal gyrus, and (C) inferior frontal gyrus.
of peak activation given): parahippocampal gyrus (PH; ROI −26,
−18,−20, t(23)=4.45, p=0.01 corrected), ventral striatum (VStr;
ROI 8.2, −6, t(23)=4.79, pb0.05 corrected), and inferior frontal
gyrus (IFG; ROI −54, 30, 6, t(23)=3.75, pb0.05 corrected). These
areas showing main effects of reward magnitude are consistent
with previous imaging studies using reinforcement learning tasks
(Elliott et al., 2000; Knutson et al., 2005; Rolls et al., 2008).

DCM results

Table 1 shows sets of model comparisons testing for a causal
relationship between ACC and the three areas showing effects of
reward magnitude. Of the three sets of models tested, only two sets
yielded positive evidence for a model in which the Bayes Factor for
that model exceeded the threshold in comparison to all other three
candidate models, and for which that model was preferred for a
majority of the subjects. The results show a causal influence of ACC on
PH and VStr, while there was insufficient evidence to determine a
direction of causality between ACC and IFG. Average parameter
estimates for the optimal model in each set are additionally given in
Table 1. Positive parameter estimates suggest excitatory connections
from ACC to VStr but not vice versa. Similarly, a negative connection
parameter estimate for the ACC→PH model suggests that ACC
inhibits activity in PH. However, this may also indicate that higher
levels of reward magnitude are associated with less inhibitory
influence. The contrasts between levels for the reward magnitude
parameter estimate, however, were not significant, so this remains an
open question. The pattern of parameter estimates for modulatory
influence of reward magnitude in this case suggests that for higher
levels of reward magnitude, less inhibition occurs. However, a t-test
of this relationship failed to yield significant results.

Since none of the areas showing main effects of reward magnitude
were shown to have a causal influence on ACC, these results support
the computation hypothesis, while the integration hypothesis cannot
be accommodated by the present analyses. Nonetheless, we were
concerned that reward magnitude signals might also originate from
medial orbitofrontal cortex (MOFC), or that midbrain structures
involved in reward processing might deliver reward magnitude
information to ACC. We attempted to address this question with a
second set of DCM analyses which included a region in medial
orbitofrontal cortex (MOFC)whichwas observed for the contrast High
RM–Low RM, but did not survive corrections for multiple compar-
isons. Previous studies (Knutson et al., 2005) have found expected
value-related activity in a similar area. An ROI analysis in this area
showed significant differences for the High RM–Low RM contrast (t
(1,23)=4.10, pb0.01, uncorrected). Averaged activity time courses
were extracted from individual subjects as described above, and four
additional sets of DCMmodels were analyzed (MOFC to ACC, VStr, PH,
and IFG). However, no evidence was found for a causal relationship
t activation for reward magnitude (High RM−Low RM): (A) ventral striatum, (B)



Table 1
Dynamic causal modeling. Of the seven sets of models initially tested, four yielded positive evidence of a causal relationship between two regions. Group average Bayes Factors for the
comparison between the optimal model in each set and the three alternativemodels are given in the left four columns. Parameter estimates for the optimal model, averaged across all
subjects are given in themiddle, and contrasts between levels of modulation are shown on the right. An asterisk indicates significance at the 0.05 level. Complete results are included
in Supplementary material.

Selected model Alternative models Average parameter estimates

Input wt. Conn. wt Modulators Contrast of modulators

High RM Low RM High EL Low EL HRM–LRM
t(1,23)

HEL–LEL
t(1,23)

→ACC→VStr →ACC↔VStr ACC←VStr← ACC↔VStr←
Avg. BF 69.92 60.19 727.94 0.114⁎ 0.249⁎ −0.0833 −0.0835 −0.038 −0.129 −0.006 2.08⁎⁎

→ACC→PH →ACC↔PH ACC←PH← ACC↔PH←
Avg. BF 78.23 9.27 390.47 0.11⁎ −0.051 −0.0725 −0.0434 −0.008 −0.108 −0.789 2.06⁎⁎⁎

→ACC→ IFG →ACC↔ IFG ACC← IFG← ACC↔ IFG←
Avg. BF 67.56 2.35 64.27 0.119⁎ −0.197⁎⁎ −0.011 −0.006 0.039 −0.056 −0.102 1.36

⁎ pb0.01.
⁎⁎ pb0.05.
⁎⁎⁎ pb0.1.
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between ACC and MOFC, indicating that ACC does not receive reward
magnitude signals from MOFC. Similar analyses which attempt to
localize midbrain structures underlying reward processing (e.g.,
substantia nigra) likewise yielded no evidence for a causal role on
ACC activity. These results are discussed in more detail in the
Supplementary material. Given the above, we conclude that ACC
computes the reward magnitude of an action internally.

Discussion

The present findings of distinct anticipatory reward and error
effects in human ACC provide a stronger bridge between the human
and monkey findings on performance monitoring. On the one hand,
earlier human studies mostly emphasized error and conflict detection
(Hohnsbein et al., 1989; Gehring et al., 1990; Carter et al., 1998;
Botvinick et al., 1999; MacDonald et al., 2000; Holroyd and Coles,
2002; Yeung et al., 2004). More recent human studies have begun to
emphasize anticipatory (Brown and Braver, 2005; Sohn et al., 2007;
Aarts et al., 2008) and regulatory (Roelofs et al., 2006; Behrens et al.,
2007) functions of ACC. On the other hand, monkey neurophysiology
studies including our own (Ito et al., 2003) have uniformly shown that
ACC provides distinct signals related to anticipated and actual reward
(Matsumoto et al., 2003; Amador et al., 2000; Procyk et al., 2000;
Shidara and Richmond, 2002; Amiez et al., 2005, 2006; Kennerley et
al., 2009). Our findings as a whole are consistent with a common
function of both human and monkey ACC, namely the evaluation of
the relative risks vs. rewards of an anticipated action (Kennerley et al.,
2006, 2009; Croxson et al., 2009; Kouneiher et al., 2009).

Our analysis showed that in agreement with previous studies
(Brown and Braver, 2005, 2007), a main effect of error likelihood was
found in ACC. While this finding provides additional support for the
error likelihood hypothesis, we note that the locus of activation is
somewhat more dorsal and posterior to areas of ACC which have
previously been observed to show effects of error likelihood, and
extends into extracingulate regions such as SMA. One reason for this
may be the differences in experimental manipulations in the present
study; previous studies manipulated error likelihood (Brown and
Braver, 2005) as well as expected risk (Brown and Braver, 2007)
without controlling for reward magnitude. A recent study (Kouneiher
et al., 2009) has suggested that more anterior aspects of mPFC code
the longer-term cost and value of behavior, but the more posterior
mPFC codes the more immediate reward and motivational factors of
an action. Our results are consistent with those findings. A more
recent study (Fujiwara et al., 2009) found activation in dorsal ACC
(Brodmann area 32) which integrated both gains and losses, similar to
the present task. In any case, the area identified is within the region
identified by (Bush et al., 2000) as being part of the cognitive division
of ACC, and extending into the posterior rostral cingulate zone (RCZp)
(Picard and Strick, 1996; Fan et al., 2008), consistent with other ACC
areas involved in cognitive and motor function (Beckmann et al.,
2009).

A previous study has reported a failure to replicate error
likelihood effects (Nieuwenhuis et al., 2007). How can the present
findings be reconciled with the apparent failure to replicate? In one
of our follow-up studies, we measured individual differences in risk
tolerance and found that error likelihood effects were strongly
present in risk-averse individuals but virtually absent in risk-
tolerant individuals (Brown and Braver, 2007). This suggests the
possibility that our sample may have been more risk-avoidant, and
this was confirmed by a gambling likelihood self-report (Weber
et al., 2002), consistent with our prior findings (Brown and Braver,
2007). The same study that questioned the replicability of error
likelihood effects also raised an important issue, which is whether
error likelihood effects are predicted by the paired cue or whether
they are confounded with the difficulty of performing the task itself
at the time of response. This remains an important open question
which the present study does not address: as shown in Fig. 1, the
interval between trial onset and the limit for responses, 2000 ms, is
too brief to effectively differentiate between the two intervals. Other
studies (e.g., Aarts et al., 2008) more directly address this question,
and appear to show that error likelihood-type effects are more
directly related to the performance of a task rather than to predictive
cues.

The present study was motivated by the question of whether and
how anticipated reward might interact with error likelihood effects in
ACC. Previous findings showed under-additive effects of error
likelihood and expected risk on ACC activity. Specifically, as error
likelihood and consequence severity continue to increase, the ACC
response appears to reach a plateau (Brown and Braver, 2007). This
finding differed from the predictions of the Error Likelihood
computational model, which did not predict a plateau but rather a
linear relationship between expected risk and ACC activity (Brown
and Braver, 2007). ACC is implicated in the processing of rewarding as
well as aversive events (Ito et al., 2003; Amiez et al., 2006; Berns et al.,
2008), and appears to participate in a network of brain areas
underlying reinforcement learning and eliciting behaviors necessary
for avoiding undesirable outcomes (Magno et al., 2006; Brown and
Braver, 2007).

One possible explanation for the discrepancy between computa-
tional model predictions and observed results is that, as a part of a
distributed reinforcement learning network, ACC is activated by the
likelihood and potential severity of an error, and themagnitude of this
effect could have been modulated by the predicted rewardmagnitude
associated with a condition. In other words, if an action is not likely to
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lead to significant reward, why should the ACC respond to error
likelihood in that condition in the first place? This is the modulation
hypothesis referred to above. Despite the apparent plausibility, the
modulation hypothesis could not account for the results of the present
study.

While the ROI analyses for the main effect of reward magnitude
failed to achieve significance, tests for the interaction (reward
magnitude×error likelihood) yielded significant results. Furthermore,
pairwise comparisons show that the effect of reward magnitude is
significant only in the low error likelihood condition, while absent for
high error likelihood conditions. This pattern of activity shows that
reward magnitude has an under-additive effect on ACC activity and is
consistent with the competition hypothesis referred to above. Thus,
there appears to be a tradeoff between reward and punishment
sensitivity, such that greater activity in response to anticipated
reward allows less dynamic range for responses to anticipated
punishment in the form of error likelihood and potential consequence
magnitude (Croxson et al., 2009). In that case, individuals who are
more sensitive to anticipated reward might show reduced error
likelihood and error consequence magnitude sensitivity in ACC. This
seems to be the case for substance-dependent individuals in particular
(Yechiam et al., 2005).

Further evidence for the competition hypothesis is provided by our
analysis of causal relationships between regions showing effects of
reward magnitude in the current study and ACC. The results of the
DCM analysis are consistent with the hypothesis that ACC computes
an internal estimate of the reward value of a given action, and the
results provided no evidence that ACC integrates signals coding
reward magnitude computed elsewhere in the brain. To the contrary,
for two regions (PH and VStr), the optimal DCM suggests that ACC
exerts a causal influence on these regions, rather than vice versa.
Although there appears to be a causal relationship in these two
instances, this does not mean that ACC has direct anatomical
connectivity to PH and VStr; rather, it merely implies that ACC is
only functionally connected to these areas. Functional connectivity
may imply either direct projections from one brain region to another,
or that there are intermediate areas between two causally linked
regions. The lack of input to ACC containing direct reward magnitude
signals suggests that, in addition to learning representations of error
likelihood, ACC may also learn representations of predicted reward
magnitude, and that these representations may compete within ACC
for limited neural representation.

It may be somewhat surprising that our DCM analyses suggest that
ACC appears not to be the target of functional connections from
regions encoding levels of reward magnitude, especially considering
the large number of regions in the brain which are known to be
connected to ACC (Beckmann et al., 2009). One possible explanation
for our findings is that our DCM analysesmodeled activity in ACC from
the onset of each trial; as a locus of performancemonitoring, it may be
that ACC proactively exerts control, or signals the need for increased
control, to other brain areas prior to response generation and
feedback. It may be the case that if we instead modeled events in
the task based on response or outcome timing, we may find the
opposite pattern of causal interactions. More work is needed to
address the question of how ACC and extracingulate areas of the brain
interact at various task periods.

ACC is thought to play a role in cognitive control and executive
function by signaling the need for increased control, while other brain
areas, especially dorsolateral prefrontal cortex (DLPFC), are respon-
sible for implementing control (MacDonald et al., 2000; Botvinick et
al., 2001). In the present study, DLPFC was not considered in our
analyses, although previous work suggests that ACC should show a
strong causal relationship with it. Rather, we focused instead on
potential causal relationships between ACC and regions which were
observed to respond to information regarding reward, which did not
include DLPFC.
A key goal of computational modeling is to account for observed
empirical results and to generate additional, testable predictions.
The present study was motivated in part by predictions of a
computational model—the error likelihood model—that suggested
an approximately linear relationship between ACC activity and
expected risk. Expected risk effects observed in human participants
showed an under-additive influence of anticipated error conse-
quence magnitude and error likelihood in ACC, suggesting that an
additional factor such as reward magnitude is involved in the ACC
signal beyond that predicted by the error likelihood model. In this
paper, we investigated two alternative hypotheses about the effect
of reward magnitude on ACC activity, namely the modulation and
competition hypotheses. Our results support the competition
hypothesis, i.e. that predicted reward magnitude and error
likelihood both activate ACC, and that increased activity in response
to one decreases sensitivity to the other. While the competition
hypothesis is supported by the current evidence, the mechanism by
which such competition occurs is not yet clear. One possibility is
that signals encoding reward magnitude from regions outside the
ACC may drive ACC activity toward saturation. This seems unlikely
since, for trials in which an error was committed, the percent signal
change in the same ROI was greater than for non-error trials,
indicating that the observed pattern of effects was not the result of
saturation. Another possibility is areas projecting to ACC encode
components of reward magnitude (e.g., reward feedback for correct
vs. incorrect trials) and that ACC uses these components to learn
representations of reward magnitude which compete with similarly
learned representations of error likelihood. The present study failed
to find conclusive evidence of predicted reward magnitude signals
which could influence ACC activity, lending support to the
hypothesis that ACC computes its own representation of predicted
reward magnitude, vs. an alternative hypothesis that ACC integrates
external signals. While the error likelihood model contained no
mechanism by which varying levels of reward magnitude could
influence ACC activity), the present study suggests that future
models of ACC should incorporate such a mechanism.
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